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ABSTRACT

GARCIA RAMOS, José David. Automated Synthetic Data Generation Pipelines
for Computer Vision using Diffusion Models. 2026. f. Dissertacao (Mestrado) —
Programa de Pés-Graduagdao em Modelagem Computacional. Universidade Federal do
Rio Grande - FURG, Rio Grande.

Data scarcity constitutes a critical bottleneck in deep learning generalization, particu-
larly in specialized domains such as agriculture and underwater exploration. While Dif-
fusion Models offer high-fidelity synthesis, standard approaches often rely on computa-
tionally expensive fine-tuning or manual prompt engineering. This thesis addresses these
limitations by developing fully automated, training-free generative pipelines. Initially, an
efficient image-generation methodology that combines IP-Adapter and SeeCoder was val-
idated on the CottonWeed12Det dataset. This approach achieved a CMMD score of 1.317
and improved the stability of YOLOVS8 detection without retraining, outperforming tra-
ditional augmentation strategies. Building on these foundations, the research introduced
ZEDD-G, a novel zero-shot classification framework that leverages multi-image latent
guidance. ZEDD-G demonstrated the ability to boost ResNet-50 accuracy by over 30%
across diverse datasets, from natural images to medical X-rays, by directly manipulating
latent features without fine-tuning. Finally, to address the challenge of dense prediction, a
spatially aware pipeline integrating ControlNet and Vision-Language Models (BLIP) was
developed for underwater semantic segmentation. This method demonstrated that detailed
semantic conditioning is essential for reducing domain gaps, yielding a 4.93% mloU im-
provement on YOLOv11-Seg. Collectively, these contributions establish a robust suite
of tools that automate the creation of high-quality, labeled synthetic data, significantly
enhancing model training in data-scarce environments while minimizing computational
overhead.

Keywords: Synthetic Data Generation, Diffusion Models, Zero-Shot Learning, Latent
Guidance, Semantic Segmentation.



ABSTRACT

GARCIA RAMOS, José David. Pipelines Automatizados de Geracdo de Dados
Sintéticos para Visao Computacional usando Modelos de Difusao. 2026. f.
Dissertagdao (Mestrado) — Programa de Pds-Graduacdo em Modelagem Computacional.
Universidade Federal do Rio Grande - FURG, Rio Grande.

A escassez de dados constitui um gargalo critico na generaliza¢do do aprendizado
profundo, particularmente em dominios especializados, como agricultura e exploracao
subaquatica. Embora os Modelos de Difusdo oferecam sintese de alta fidelidade, as
abordagens padrao frequentemente dependem de ajustes finos (fine-tuning) computaci-
onalmente caros ou de engenharia manual de prompts. Esta dissertacdo aborda essas
limitacdes desenvolvendo pipelines generativos totalmente automatizados e livres de trei-
namento. Inicialmente, uma metodologia eficiente de geragdao de imagens que combina
IP-Adapter e SeeCoder foi validada no conjunto de dados CottonWeed12Det. Essa abor-
dagem alcancou uma pontuagdo CMMD de 1.317 e melhorou a estabilidade da detec¢ao
do YOLOVS sem a necessidade de re-treinamento, superando as estratégias tradicionais
de aumento de dados. Com base nessas fundagdes, a pesquisa introduziu o ZEDD-G, um
novo framework de classificacdo zero-shot que aproveita a orientagdo latente de multiplas
imagens. O ZEDD-G demonstrou a capacidade de aumentar a precisdo da ResNet-50
em mais de 30% em diversos conjuntos de dados, desde imagens naturais até radiogra-
fias médicas, manipulando diretamente as caracteristicas latentes sem ajustes finos. Por
fim, para enfrentar o desafio da predicdo densa, um pipeline espacialmente consciente
integrando ControlNet e Modelos de Visdao-Linguagem (BLIP) foi desenvolvido para a
segmentacdo semantica subaquatica. Esse método demonstrou que o condicionamento
semantico detalhado € essencial para reduzir as lacunas de dominio (domain gaps), re-
sultando em uma melhoria de 4.93% no mloU na YOLOv11-Seg. Coletivamente, es-
sas contribuicdes estabelecem um conjunto robusto de ferramentas que automatizam a
criacdo de dados sintéticos rotulados de alta qualidade, melhorando significativamente o
treinamento de modelos em ambientes com escassez de dados, a0 mesmo tempo em que
minimizam a sobrecarga computacional.

: Geragao de Dados Sintéticos, Modelos de Difusdao, Aprendizado Zero-Shot, Orientacdo
Latente, Segmentacao Semantica.
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1 INTRODUCTION

Deep learning’s progress in computer vision is often constrained by the scarcity and
sparsity of large-scale datasets. This is a critical factor that hinders complex models’ abi-
lity to achieve robust generalization (Aljohani and Alharbel 2022} Alaa et al., 2022} Feng
et al., 2022), particularly in domains where collecting thousands of annotated samples
is physically or economically prohibitive, such as agriculture and underwater explora-
tion. Although synthetic data derived from Diffusion Models (DMk) offers high-fidelity
solutions to this data scarcity, the practical application of these generative tools remains

hindered by excessive training times and computational demands.

This research is therefore driven by the need to address two core challenges: the
fundamental lack of diverse data for specialized computer vision tasks, and the absence
of automated, accessible frameworks capable of generating such data without incurring

prohibitive computational costs.

Current State-of-the-Art (SOTA) methods for synthetic data generation face a severe
operational bottleneck. They force researchers to choose between two highly inefficient
paths: extensive manual intervention, involving complex prompt engineering and ma-
nual pixel-level annotation, or resource-intensive model fine-tuning (Saragih et al., 2024).
Standard techniques like DreamBooth (Ruiz et al.l [2023)), for example, demand high-end
GPUs that often require 16GB to 24GB of VRAM and significant storage for every new
concept. Furthermore, this fine-tuning process can take several hours per class, making
it completely unviable for practical, resource-constrained environments or datasets with

dozens of categories.

To overcome this barrier, this thesis proposes a comprehensive suite of automated,
diffusion-based tools designed to democratize access to high-quality synthetic data. Ins-
tead of relying on a single, monolithic approach, we develop progressive solutions tailo-
red to specific computer vision tasks. For classification and object detection, we intro-
duce highly efficient, training-free frameworks that completely bypass the need to retrain
pre-trained [DMk, reducing the generation overhead to mere seconds per image on stan-
dard consumer hardware. For more complex, dense prediction tasks, such as semantic

segmentation, we propose a spatially aware pipeline. This approach leverages efficient
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conditioning models (ControlNet) and vision-language networks (BLIP) to automatically
generate perfectly paired images and pixel-accurate labels.

Across all these proposed methods, the primary objective is to minimize the consump-
tion of critical resources like processing time, storage, and VRAM, while fully automating
the entire pipeline from image synthesis to label generation.

To achieve this, the specific objectives of this thesis are defined as follows:

* To systematically evaluate the trade-off between computationally expensive fine-
tuning methods and efficient, training-free architectures in the context of agricultu-

ral object detection (specifically, weed detection in crop environments).

* To develop a novel Zero-Shot generation framework that leverages multi-image la-
tent guidance to create diverse classification datasets without requiring any model

retraining.

* To implement a spatially-aware generation pipeline that integrates ControlNet and
Vision-Language Models (VLMs) to automate the creation of precise, pixel-level

masks for semantic segmentation in challenging domains, such as underwater ima-
gery.

* To validate the proposed tools by benchmarking their performance against esta-
blished augmentation techniques on standard datasets, demonstrating that low-
resource, automated pipelines can achieve [SOTA| results while minimizing com-

putational overhead.

This document is organized to reflect the logical evolution of the research, progressing
from baseline comparisons to advanced latent manipulation and, finally, to dense predic-
tion tasks. The structure correlates directly with the scientific contributions made during

this Master’s program:

* Chapter 2; Theoretical Foundation lays the groundwork by explaining the fun-
damental principles of Diffusion-based Learning, including the forward and re-

verse processes, and key architectures such as Denoising Diffusion Probabilistic
Models (DDPME) and Latent Diffusion Models (CDMKk).

* Chapter [3; State of the Art reviews the existing literature on data scarcity, positi-
oning[DMk against Generative Adversarial Networks (GANE). It critically analyzes
current gaps in the field, specifically detailing the high computational costs of fine-

tuning and the lack of automated labeling tools for scientific data.

* Chapter d Synthetic Data Pipeline for Cotton Weed Detection presents the
initial investigation into training-free generation. It compares fine-tuning (Dream-
Booth) against an automated pipeline using IP-Adapter and SeeCoder for agricul-

tural weed detection. This chapter highlights the efficacy of training-free methods
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and corresponds to the work presented at the Brazilian Conference on Robotics
(CROS) (Ramos et al., 2025b).

Chapter El: Automatic Classification Generation (ZEDD-G) advances the
methodology by introducing a novel zero-shot framework. It details the “Multi-
Image Latent Guidance” technique, which allows for the generation of diverse clas-
sification data without any training. This work benchmarks against[SOTA] methods
like DreamDA and corresponds to the contributions published in the Conference
on Graphics, Patterns and Images (SIBGRAPI) (Ramos et al.,[2025a).

Chapter [6; Segmentation Generation addresses the most complex task: dense
prediction. It introduces a pipeline that combines ControlNet with detailed seman-
tic prompting (BLIP) to generate spatially accurate synthetic data for underwater
environments. This chapter presents the most advanced iteration of the proposed

tools, submitted to the journal Machine Vision and Applications.

Chapter [7t Conclusions and Future Works summarizes the general findings,
discussing the transition from volume-based augmentation to semantic-based gene-

ration, and proposes future directions such as Uncertainty-Driven Active Learning.



2 THEORETICAL FRAMEWORK OF DENOISING DIFFU-
SION MODELS

This chapter lays the groundwork for understanding the core generative method uti-
lized in this research (DMk). It delves into the fundamental principles of these models,
which have demonstrated exceptional ability to synthesize high-dimensional data, par-
ticularly images. The chapter explains the two primary phases of their operation: the
forward process, in which data are gradually converted into noise, and the reverse pro-

cess, in which the model learns to denoise and generate new data samples.

2.1 Diffusion-based Learning

have emerged as a promising class of deep generative models (Song et al., 2020),
demonstrating remarkable capacity in synthesizing high-dimensional data, especially in
the image domain (Song et al.,[2023)). Inspired by principles of thermodynamics and sta-
tistical physics, these models are based on diffusion, a natural process in which particles
move from regions of high concentration to areas of low concentration until equilibrium
is reached (Dhariwal and Nichol, 2021)). Adapting this concept to generative modeling,
gradually transforms a complex data distribution into a simple and tractable dis-
tribution, typically an isotropic Gaussian, through the sequential addition of noise. The
model then learns to reverse this process to generate new samples from pure noise (Song
et al., 2020).

The operation of [DMk is generally decomposed into two main steps: the forward
process and the reverse process. A visual representation of this dual-phase architecture is
shown in Figure [1| which illustrates how the data structure is degraded and subsequently

restored.
Forward Process

The forward process is fixed and non-parametric. It consists of gradually degrading
an image xy ~ ¢(x(), coming from the real data distribution, over a sequence of 7" steps.

In each step ¢, Gaussian noise is added:
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The Forward Process

Lo < L] <+ <— T

The Generative Backward Process

Original
Data

: Complete
G Noise

Figure 1: Visual representation of the forward and reverse diffusion processes. The
forward trajectory systematically injects Gaussian noise, while the learned reverse tra-
jectory reconstructs the data distribution. Image reproduced from (Ghojogh and Ghodsi,
2024).

Q($t|mt—1) = N(l“t; v1-— ﬁtxt—laﬁtj); (D

where {3;}_, is known as the variance schedule, composed of small positive values.
This process forms a Markov chain and, with a sufficiently large number of steps and
appropriate choice of /3;, the final distribution 27 approaches a standard Gaussian A/ (0, I)

(Song et al.,2020).

An important property of the forward process is that we can sample z, directly from

Zg at any step ¢:

q(zi]xo) = N (245 Vauwo, (1 — aw)I), (2)

where oy = 1 — 3, and oy = H’;Zl as. This expression is fundamental for the efficient
training of DMk.

Reverse Process

The reverse process is the learned component of the model and aims to reconstruct
xo from zg ~ N(0, 1), iteratively removing noise. This process is also modeled as a
Markov chain, where each transition py(z;_1|z;) is parameterized by a neural network e

with weights 6:

po(xi—1|ze) = N(zi1; (x4, 1), o4, 1)). 3)

DDPME, introduced by Ho et al. (2020), is an instance of this approach. In these

models, the variance schedule {f;} is often defined as a linear sequence from 3; = 10~*
to By = 0,02, with T typically fixed at 1000 steps.

The covariance matrix Yy is often fixed during training, typically set as Yg(zy,t) =

o21. Two common choices for o2 are 3; or the posterior variance [3;, defined as:
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= 1=y
bo=——""5n )
The prediction of the mean iy is the primary focus of the neural network. Instead of
directly predicting this mean, Ho et al.| (2020) proposed training the network to estimate

the noise € added at each step, i.e., to model:

l’t:\/@_tilfg—i—\/l—dtﬁ, GNN<O,I), (5)

and use this estimate to reconstruct pig(x, t):

B

plet) = 2= (0~ aatenn). ©)

This parameterization proved more stable and effective in practice. The architecture
used for ¢y is typically based on U-Net (Ronneberger et al., 20135) and often augmented

with attention mechanisms.

The generation of new samples proceeds iteratively: it starts with z7 ~ N(0, ),
and at each step the network is applied to predict the noise and generate z; ; until zq is
obtained. The gradual and controlled nature of this noise reversal is a key factor in the
high quality of samples generated by [DMk.

Loss Function

[DDPMltraining involves optimizing a Variational Lower Bound (VLB of the data log-
likelihood. Ho et al. (2020) demonstrated that a simplified version of the loss function,
which ignores the weights of the [VLBI terms, works well in practice and is easier to

implement. This simplified loss function is:

Lmpte(0) = Equy ¢ [lle — €o(v/auzo + VI — e, 1)]|*] - (7)

In this expression, ¢ is sampled uniformly from {1,...,T'}, 2o is a sample from the
real data distribution ¢(z), and € is sampled from a standard normal distribution A/(0, I).
Essentially, the neural network ¢y is trained to predict the noise € from the noisy image
r; = \/a;zo + /1 — @;e and the time step ¢. This formulation is intuitive: the model
learns to denoise the image x; at each step, estimating the noise that was added.

The sampling algorithm for the DDPM| after training the network €y, is demonstrated
in Algorithm 1]
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Algorithm 1 Diffusion Sampling Algorithm
: x7 ~ N(0,1)
cfort=1T,...,1do

z~N(0,I)ift > 1,elsez=0

2
3
4: Xi_] = \/% (Xt — \};—j%e@(xt,t)> + 0.z
5
6

—_

: end for

: return x;

The work by |[Ho et al.|(2020)) was fundamental in demonstrating that[DMk could achi-
eve image quality comparable to or superior to that of across various benchmarks,
establishing [DDPMs as a powerful and influential approach in generative modeling. The
clarity of the formulation and the robustness of the results propelled vast subsequent re-
search in the area.

DDPM Limitations and Advances

Despite the success of DDPMk in generating high-fidelity images, they present limi-
tations that motivated subsequent advances. The main one, as highlighted by Ho et al.
(2020) (Ho et al., [2020), is the slow and computationally intensive sampling process:
generating a single image typically requires 7' = 1000 steps in the reverse process, evalu-
ating the network ¢y at each step. This disadvantage contrasts with models such as|GANE,
which generate samples in a single pass through the network.

This slowness is due to the Markovian nature of the reverse process, where each x;_;
depends only on z;. Although this formulation enables stable training, it requires si-
mulating the entire noise-removal trajectory in a step-by-step manner. To mitigate this,
recent literature proposes various approaches: optimization of the variance schedule {3, }
(Sabour et al., 2024), reduced sampling schemes (Lee et al., [2025), and distillation tech-
niques (Song et al., 2023)), where a smaller and faster model is trained to imitate a larger
and slower model.

Advances also include improvements in sample quality and diversity, with more ex-
pressive €y networks, conditioning mechanisms (like text or classes), and enhanced loss
functions. Furthermore, there has been growing interest in connecting to other
classes of models, such as score-based models (Lim et al., 2023)) and normalising flows
(Zand et al., 2023)), interpreting them as discretizations of Stochastic Differential Equa-
tions (SDEk) or Ordinary Differential Equations (ODEK). This perspective led to the
development of more efficient solvers, allowing accelerated sampling without retraining,
as is discussed in the section Denoising Diffusion Implicit Models (DDIME).

The need for multiple network evaluations during generation remains a practical bot-
tleneck, particularly in real-time image processing applications and in those with compu-

tational constraints. This restriction spurred the emergence of faster alternatives, such as

[DDIME.
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Denoising Diffusion Implicit Models

[DDIME, proposed by [Song et al.|(2020)), generalize [DDPMk by accelerating sampling.
While DDPME uses a stochastic, Markovian noise-removal process, introduces a
non-Markovian, deterministic process that significantly reduces the number of sampling
steps without compromising image quality.

The main innovation lies in redefining the reverse process. However, the forward
process remains the same as in[DDPM]I (Equation [2)).

[DDIM derives an alternative update rule for x;_; based on the same network eg(xy, )
trained for [DDPML From the noise prediction, x is estimated by:

1
'@0 = — (.Tt Y 1— O_5t€9<xt7t))7 (8)

O

and x;_; is calculated by:

Tio1 = 120+ V1 — a1 — oreg(xy,t) + oy21, 9

where z; ~ N (0, I) and o, controls the stochasticity. When o, = 0, the process becomes

fully deterministic, resulting in the following simplified equation:

zy — /1 — ayeg(x4, 1)
Vay

This process is no longer Markovian, allowing sampling with a subsequence

{71,...,7s} of the original schedule {1, ..., T}, with S < T (e.g., 20, 50, or 100 steps),

which results in much faster generation. The same network ¢, trained for DDPM] can be

Ti—1 = /O ( ) + /1 — a_1€0(wy,t). (10)

used directly without retraining.

Furthermore, DDIM] includes DDPM] as a particular case. When o7 = B, =121

1—ay
the [DDIM| sampling process reduces exactly to that of DDPM| Thus, IDDIM]| offers flexi-

bility for both deterministic (with o; = 0) and stochastic sampling.

Sampling consistency, guaranteed in deterministic [DDIM| is helpful for applications
requiring reproducibility, such as editing and interpolation. This property is not present

in[DDPM| which, being stochastic, can generate different images from the same x 7.

In terms of efficiency, achieves quality comparable to that of with 10-
20 times fewer sampling steps. This advantage, combined with the possibility of reusing
models trained with DDPM] consolidated [DDIM] as a significant advance in generative
[DMk.

It is important to note that, although they share the same network e, (z;,¢) and loss
function based on noise prediction, and differ substantially in the gene-
ration process: while follow a stochastic Markov chain, adopts a deter-

ministic and more efficient process.
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2.2 Latent Diffusion Models (LDMs)

While significantly address the speed of the sampling steps, another major
computational bottleneck arises from operating directly in the high-dimensional pixel
space. Processing images of substantial resolution requires evaluating the U-Net on mil-
lions of pixels repeatedly, which severely limits training efficiency and increases memory
consumption. To resolve this, [Rombach et al.| (2022)) introduced Latent Diffusion Mo-
dels (CDMS).

Instead of applying the forward and reverse diffusion processes directly to the image,
operate within a compressed latent space. This architecture employs a pre-trained
VAE consisting of an encoder £ and a decoder D. The encoder compresses the input
image « into a lower-dimensional latent representation z = £(z). The entire diffusion
process (noise addition and denoising) is then performed on 2, making it computationally
lightweight. Once the reverse process reconstructs a clean latent representation Z, the
decoder maps it back to the pixel space to produce the final image & = D(Z). This
paradigm shift is what enables models like Stable Diffusion to generate complex images

on consumer-grade hardware.

2.3 Conditioning and Feature Injection Mechanisms

The foundational models described above generate unconditional samples, meaning
they produce random images from the learned distribution. However, practical applicati-
ons in computer vision demand precise control over the output. This control is achieved
by conditioning the diffusion model on external signals, such as textual descriptions or

reference images.

2.3.1 Cross-Attention and the QKV Formulation

To understand how a pre-trained U-Net can accept and process these external condi-
tioning signals, it is necessary to examine the cross-attention mechanism (Vaswani et al.,
2017). In a conditioned [LDM] the U-Net architecture is augmented with cross-attention
layers. These layers are responsible for fusing the spatial features being denoised with the
semantic features provided by the user.

In this architecture, the cross-attention operation requires three distinct matrices: the
Query (Q), the Key (K), and the Value (V). The Query is derived directly from the U-
Net’s internal spatial representations (the latent image being denoised). In contrast, the
Key and Value matrices are derived from the external conditioning signal y (such as an

embedding from a text encoder like CLIP). The mathematical interaction is defined as:

: QKT
Attention(Q, K, V') = softmax V, (11)
Vd
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where d is a scaling factor corresponding to the dimensionality of the keys. Conceptually,
the Query matrix asks “what visual features are needed at this specific spatial location?”,
while the Key and Value matrices provide the semantic answers derived from the prompt.
This mathematical operation effectively injects the external condition into the generative
process without altering the base model’s pre-trained weights. The structure of this me-

chanism is detailed in Figure 2|

Real-image inversion
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Figure 2: Detailed view of the feature injection process through cross-attention layers.
The external condition (text or visual prompt) is projected into Key and Value vectors,
which interact with the U-Net’s internal Query vectors to guide the image synthesis.
Image adapted from (Ye et al., 2023).

2.3.2 Visual Prompting and Decoupled Cross-Attention

Textual prompts often fall short when attempting to convey complex structural de-
tails, textures, or specific identities required for tasks like agricultural object detection.
This limitation has driven the development of visual prompting techniques, which utilize

reference images directly as the conditioning signal y.

A prominent solution in this domain is the IP-Adapter (Ye et al., 2023)). Rather than
forcing the model to merge text and image features into a single continuous sequence, the
IP-Adapter introduces a decoupled cross-attention mechanism. It adds a parallel cross-
attention layer specifically dedicated to image features extracted by a visual encoder. This
allows the U-Net to process the visual Key and Value matrices independently from the
text features. In the context of this thesis, this mechanism is pivotal because it enables the
robust transfer of visual styles and structures without the need for computationally heavy

fine-tuning methods.

2.4 Foundation Models for Advanced Control

Building upon feature injection, automated synthetic data pipelines require specialized

models to handle task-specific constraints, such as spatial boundaries and image curation.
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2.4.1 Spatial Control via ControlNet

While cross-attention efficiently handles global semantic guidance, tasks like seman-
tic segmentation demand rigorous pixel-level spatial alignment. Zhang et al. (2023al)
introduced ControlNet to address this gap. ControlNet operates by creating a trainable
copy of the encoding layers of a pre-trained[DMI This auxiliary network learns to process
specific spatial conditions, such as segmentation masks, depth maps, or edge boundaries.
The output of this sidecar network is then added back into the original, frozen U-Net
through zero-initialized convolutions. This strategy prevents the new spatial data from
corrupting the base model’s generative priors, allowing researchers to generate synthetic

images that perfectly align with strict structural labels.

2.4.2 Self-Supervised Clustering with DINOv2

A recurring challenge in visual prompting is the manual selection of reference ima-
ges. To fully automate a generative pipeline, the system must intelligently identify and
cluster visually similar images to use as guides. For this purpose, DINOv2 (Oquab et al.,
2023)) provides an optimal foundation. Unlike models trained via text-image contrastive
learning, DINOV?2 relies on self-supervised representation learning. It excels at extracting
deep, robust visual features that capture the true structural and textural identity of an ob-
ject, irrespective of textual descriptions. By utilizing DINOv2 embeddings coupled with
clustering algorithms like k-Nearest Neighbors, a pipeline can automatically group di-
verse but semantically related images, forming the perfect input data for the multi-image

latent guidance methods developed later in this research.



3 SYNTHETIC DATA GENERATION: METHODS, APPLI-
CATIONS, AND CHALLENGES

Data scarcity remains a persistent challenge in computer vision, particularly because
deep learning models require large-scale datasets for effective generalization. This chap-
ter reviews the evolution of methods, beginning with early approaches, including traditi-
onal data augmentation and early forms of synthetic data. It then examines advances in
before focusing on current prominent methods, such as [DMk.

have significantly advanced image generation, offering high fidelity. Their utility
is further enhanced by precise control; this chapter explores techniques for achieving this,
including dedicated control networks, lightweight adapters, and methods that leverage at-
tention mechanisms or latent-space manipulation. The practical impact of [DMk is evident
in two primary roles: as data augmenters that create semantically informed variations and
as generators of novel synthetic datasets across diverse applications.

However, the application of also entails challenges, such as computational costs
and the complexities of practical prompt engineering, which are discussed herein. The
chapter further reviews automated synthetic data generation, with particular attention to
the automatic creation of labels. Methodologies for automatic annotation and relevant
existing tools and frameworks are also examined. This analysis of capabilities and
limitations underpins the subsequent research objective: to develop a tool that generates

synthetic data to improve the generalization of computer vision models.

3.1 Data Scarcity in Computer Vision Tasks

The significant advances in deep learning technologies for computer vision problems
have raised concerns since their inception. The lack of sufficiently large-scale data to ena-
ble generalization with larger deep learning models has long hindered progress, whether
in specific problems and architectures for object detection (Dang et al., 2023} Sportelli
et al.,[2023), semantic segmentation (Alomar et al., 2023, or even dense prediction tasks
such as depth and pose estimation.

Because data acquisition is inherently complex, time-consuming, and expensive
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(Dang et al., 2023)), various strategies have been proposed alongside advances in deep

learning models to address this challenge. These different strategies are described below.

3.1.1 Traditional Data Augmentation

It comprises techniques that artificially expand the training dataset by applying trans-
formations to the original images, thereby generating synthetic yet realistic samples (Tay-
lor and Nitschke| |2018)). The main objective is to improve the model’s generalization
capability by forcing it to learn the distinctive features of the objects of interest rather
than relying on specific visual artifacts or biases present in the training images.

Traditional techniques primarily focus on applying geometric and photometric trans-
formations. Geometric transformations alter the image’s spatial structure, thereby trai-
ning the model to be invariant to changes in position, orientation, and scale. Common
examples include flips, especially horizontal flips, which are very effective; rotations to
recognize objects regardless of their orientation; translations (shifts); variations in scaling
(zooming) to handle objects at different distances; random or centered cropping to focus
the model’s attention; and more complex deformations like affine (including shear) or
perspective transformations, which simulate changes in the camera’s viewpoint (Shorten
and Khoshgoftaar, 2019)).

On the other hand, photometric transformations modify the image’s color and illumi-
nation properties, thereby making the model robust to variations in capture conditions.
This group’s brightness adjustments simulate different lighting conditions and changes in
contrast, saturation, and color hue (Shorten and Khoshgoftaar, 2019).

Other photometric techniques include the addition of noise, such as Gaussian noise,
which can help the model be more robust against image imperfections and prevent over-
fitting to fine details, and the application of different types of blurring, such as Gaussian
blur, to simulate images with lower sharpness or those captured with some motion (Taylor
and Nitschke, 2018)).

3.1.2 Synthetic Data and Graphics Engines

A data generation approach, distinct from classical data augmentation methods that
vary images using standard parameters, is exemplified by the creation of synthetic data.
These processes involve more intensive image processing and rendering than traditional
data augmentation methods (Zeng, [2024).

For example, in the field of agronomy, Xie et al. (2021) extracts essential items to
be recognized by the network using masks, thereby creating new data from the extracted
items and using them on different backgrounds and sizes. A similar approach is that of
Walawalkar et al. (2020) or (Chen et al.| (2020), which creates new images from square
image patches and combines their databases while preserving the annotations.

Beyond 2D image manipulation, a highly effective approach to synthetic data gene-
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ration relies on 3D graphics engines and simulators, such as Unreal Engine or Blender.
These simulation environments allow researchers to render highly realistic scenes while
automatically extracting pixel-perfect ground truth annotations, such as depth maps, sur-
face normals, and semantic segmentation masks. Recent state-of-the-art models heavily
depend on this paradigm. For instance, the Depth Anything model (Yang et al., 2024a)
leverages massive amounts of synthetic data rendered from 3D environments to achi-
eve robust monocular depth estimation, proving that simulated datasets can significantly
bridge the domain gap. However, building and rendering these 3D environments requires
immense manual effort from 3D artists and often lacks the stochastic natural variability
found in real-world textures.

Although traditional synthetic data augmentation methods improve model accuracy,
the challenge is that the new data generated or augmented remain too similar to the dis-
tribution of the original training data (Shipard et al., 2023). This restricted variability
limits the model’s ability to develop robust, generalizable representations, often resulting
in insufficient capture of contextual information and poor feature preservation in unseen
scenarios (Islam et al., [2024D)).

Consequently, the challenge of generalizing to diverse, real-world data remains un-
resolved by these approaches alone. Generative image models emerge as a potential so-
lution by synthesizing realistic samples that bridge the gap between limited datasets and

real-world variability.

3.1.3 Generative Adversarial Networks

In response to the need for automatic, complex image generation that produces pre-
viously unseen samples, various image generation models have emerged (Shipard et al.,
2023). Among these, the architecture stood out as particularly prominent for an
extended period, becoming a key focus in the field.

The core of lies in an adversarial process between two neural networks: a
generator and a discriminator (Mirza and Osindero, 2014). The generator learns to create
synthetic data samples, while the discriminator is trained to distinguish between real data
and the generator’s output. Through this competition, where the generator seeks to fool
the discriminator and the discriminator improves its detection capabilities, the generative
model is driven to produce increasingly realistic results.

Building on this framework, various [GAN] architectures have been developed for spe-
cific image-generation and translation tasks. These include Conditional Generative Ad-
versarial Networks (CGANE), which allows generation guided by additional information,
Pix2Pix for paired image-to-image translation (Mirza and Osindero, [2014)), CycleGAN
(Zhu et al., [2017) for unpaired domain translation, and StarGAN (Chot et al., 2018). Its
successor, StarGAN v2 (Kaneko et al., 2019), is for multi-domain image translation.

These architectures and their variants have been successfully applied in a wide
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range of computer vision tasks. Examples include improving general object detection
models for natural environments (Sahu et al., 2024) and performing crucial data augmen-
tation in complex domains like medical imaging (Aljohani and Alharbel 2022).

Despite the success and versatility of[GANE, certain limitations persist, including chal-
lenges with training stability and variability in image quality. The adversarial nature of
training can sometimes hinder their ability to consistently achieve optimal metrics,
particularly for complex and diverse data distributions (Dhariwal and Nichol, 2021).

In contrast to some of the challenges faced by [GANE, diffusion models have recently
emerged as a powerful alternative for image synthesis. A significant development in this
area was the demonstration that advanced diffusion models can surpass in genera-
ting high-fidelity images across diverse datasets, marking a notable milestone for realistic
data synthesis (Wang et al., 2023c).

3.2 Diffusion Models

Research on generative models has evolved significantly with the advent of diffusion
models, which can model complex distributions and generate high-quality samples (Cao
et al., 2024; Rombach et al., [2022)). Inspired by thermodynamics, they operate by gra-
dually destroying the data structure with Gaussian noise and then learning to reverse this
process to reconstruct the data (Wang et al., 2024)).

(Ho et al., [2020)) demonstrated high-fidelity image generation through an ite-
rative process of adding and subsequently removing noise. Their work established that
diffusion models can achieve image quality comparable to or superior to [GANK, demons-
trating this through evaluations on quantitative benchmarks.

To accelerate the slow inference of [DDPMk, [Song et al| (2020) introduced a non-
Markovian generation process. This enabled significantly faster sampling (fewer infe-
rence steps) without substantial loss of quality, thereby making diffusion models more
practical.

A crucial efficiency optimization was introduced by [LDMk (Rombach et al., 2022).
By applying the diffusion process in a lower-dimensional latent space (learned by an auto-
encoder) rather than in the pixel space, significantly reduces computational costs.
This facilitated the generation of very high-resolution images and the training on massive
datasets, thereby laying the foundation for popular models such as Stable Diffusion.

The need for automatic, complex image generation capable of producing previously
unseen samples has driven the emergence of various generative models. Initially, guided
diffusion (Nichol et al., 2021) addressed the requirement for greater control by utilizing
classifiers to steer the sampling process toward desired characteristics. The advent of
the Contrastive Language-Image Pre-training (CLIP) model significantly enhanced this
control (Radford et al., 2021}), which guided diffusion with textual descriptions (prompts),
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thereby enabling highly flexible text-to-image generation.

This enhanced control is theoretically supported by the understanding that diffusion
models exhibit behavior akin to clustering algorithms (Wang et al.l [2024). This inherent
clustering property, combined with their iterative nature, provides a theoretical basis for
leveraging relevant information during the generation process to guide image synthesis.
Achieving precise control over specific requirements in diffusion models is paramount;
consequently, a range of advanced techniques has been developed, including model su-

perposition, adapters, and manipulation of attention mechanisms or initial noise.

3.2.1 Control Models

This category employs network architectures designed to incorporate spatial controls
into large pre-trained diffusion models (Zhang et al., [2023b)). Their mode of operation
is based on using two copies of the pre-trained diffusion model, with one of these pa-
rallel models serving as an additional control over the other frozen model. This external
diffusion model is then used to learn task-conditional controls, such as edge detection,
depth estimation, segmentation, or human pose maps (Zhao et al., 2023). The connec-
tion between these two models is established via zero convolutions, which prevent the
introduction of detrimental noise into the deep features of the frozen base model.

The most characteristic model of this type of control is ControlNet (Zhang et al.,
2023b)), which is trained on specific tasks to guide image generation (e.g., depth and
semantic masks). Uni-ControlNet (Zhao et al., 2023) extends ControlNet’s capabilities
by providing a unified framework for the simultaneous use of local controls (e.g., edge
maps, depth, segmentation masks) and global controls (e.g., image embeddings)
within a single model.

Limitations and Relation to this Work: While ControlNet and its variants offer un-
precedented spatial precision, their primary limitation is the requirement for task-specific
fine-tuning on large datasets of paired images and masks. This introduces a high compu-
tational overhead. In this thesis, we address this by leveraging pre-trained ControlNet ar-
chitectures, as detailed in Chapter|6 and combining them with advanced vision-language
models to automate the generation of underwater segmentation datasets without needing

to retrain the control module from scratch.

3.2.2 Adapters for Guidance

Adapters provide an efficient means of guiding diffusion models by incorporating
additional information without modifying the base model architecture. In simple terms,
an adapter is a smaller, lightweight module attached to the base diffusion model to guide
the generation process.

The IP-Adapter (Ye et al., 2023) is an example of this, providing a lightweight and

practical adapter that enables image prompting in pre-trained text-to-image diffusion mo-
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dels. Its key design is a decoupled cross-attention mechanism that separates text and
image features, allowing the adapter to achieve performance comparable to, or even bet-
ter than, thoroughly fine-tuned models such as ControlNet (Zhang et al., 2023b; Ye et al.,
2023)) with only 22 million parameters.

On the other hand, Generalized Diffusion Adaptation (GDA) (Tsai et al., 2024) is a
test-time adaptation method that is robust to various types of Out-Of-Distribution (QODJ)
data. [GDAliteratively guides the diffusion process by applying a model-derived marginal-
entropy loss, along with style and content-preservation losses, while accounting for both
the model’s output behavior and the samples’ semantic information.

For image generation via domain or style transfer, PromptStyler (Cho et al., [2023)
trains an external classifier based on the required styles in diffusion models’ outputs,
thereby preserving the semantic content of the same subject across a variety of styles. In
this way, the characteristics of the same output subject are maintained across different
styles.

Limitations and Relation to this Work: The main limitation of relying solely on
visual adapters is that they often capture the global style but can lose strict semantic fide-
lity or specific object features when transferring domains. To overcome this, Chapter [ of
this research directly employs the IP-Adapter but synergistically combines it with speci-
alized semantic feature extractors, like SeeCoder, to generate highly accurate agricultural

datasets in a completely training-free manner.

3.2.3 Attention Guide

Attention mechanisms play a crucial role in controlling diffusion models. Funda-
mentally, this mechanism operates through three linear projections: Query, Key, and Va-
lue (QKV)). The attention operation computes the similarity between Query and Key to
determine the relevance of Value, thereby enabling precise manipulation of the generative
process by selectively incorporating additional conditional information (Vaswani et al.,
2017).

Training-Free Structured Diffusion Guidance (Feng et al., 2022) is a technique that
enhances models’ compositional abilities by incorporating linguistic structures into the
diffusion guidance process, manipulating cross-attention layers with specific text tokens
to achieve more precise attribute binding and improved image composition without requi-
ring additional training.

Style Injection in Diffusion (Chung et al.,2024) is a style-transfer method that extracts
the feature vectors from the self-attention mechanism during inversion of
content and style images. These extracted components are then injected into the stylized
image’s sampling process to improve its color, texture, and semantics.

RIVAL (Zhang et al.,|2023c])) is an inference pipeline that generates real-world image

variations from a single example, using diffusion models without the need for additional
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optimization. This is achieved through cross-attention injection for feature interaction and
step-wise distribution normalization to align latent features.

In the context of cross-attention manipulation for text-driven editing, Hertz et al.| in-
troduced a training-free method. This approach integrates information from both text and
reference images by blending their respective attention maps at each layer, with weights
empirically determined (Hertz et al., 2022).

Limitations and Relation to this Work: Despite their elegance, attention-guided
methods frequently depend on meticulous prompt engineering or the manual selection of
ideal reference images, which limits their scalability for large dataset generation. This
thesis builds upon the concept of training-free manipulation by bypassing manual prompt
engineering altogether, opting instead for automatic visual encoders to drive the attention

layers.

3.2.4 Latent Space Guide

In the image regeneration process via latent diffusion, a dedicated step extracts image
features, yielding a latent space to which the denoising module is applied (Song et al.,
2020). In this latent space, various works have employed different forms of guidance by
varying the arrangement between the condition images and the latent representations of
the generated image.

As a first latent-guided model, TALE (Pham et al.,[2024) is a training-free framework
for image composition across different visual domains. It operates purely in the latent
space of diffusion models, using adaptive latent manipulation and energy-guided latent
optimization to integrate objects into backgrounds of different styles coherently.

On the other hand, Diffusion in Diffusion (Wang et al., 2023b) explores the properties
of diffusion (physics) within diffusion (machine learning), proposing a Cyclic One-Way
Diffusion (COW] method to control the diffusion direction in pre-trained models. This
technique is helpful for personalization scenarios, as the image’s characteristics are incor-
porated into the scenario via the latent space.

In Cartoondiff (He et al., 2024), the image generation process is divided into semantic
and detailed parts. Because their goal is to obtain cartoon images without retraining the
network, the authors normalize the resulting latent images in the first phase. In this way,
they achieve zero-shot cartoon image generation.

In Universal Guidance for DMk (Bansal et al [2023)), [Bansal et al.| present an algo-
rithm that enables control of diffusion models via arbitrary guidance modalities, such as
segmentation, facial recognition, or object detection, without requiring specific retraining.
This is achieved by evaluating the guidance models only on noise-free latent images, using
a threshold empirically derived from the conditional information.

Limitations and Relation to this Work: A critical challenge in latent space mani-

pulation is maintaining structural coherence. Excessive or unstructured latent blending
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can lead to morphological artifacts, where biological structures may collapse entirely.
Chapter [3] directly tackles this limitation by proposing a structured, multi-image latent
guidance framework (ZEDD-G) that safely blends features to augment classification da-

tasets without destroying the target object’s geometry.

3.3 Evaluation Metrics for Synthetic Data in Generative Models

To properly assess the quality of the datasets produced by the aforementioned genera-
tive models, robust quantitative metrics are required. The evaluation of synthetic data has
historically relied on the Frechet Inception Distance (FID) (Heusel et al., 2017), which
measures the discrepancy between the feature distributions of authentic and generated
images.

However, has several limitations. It assumes that Inception-v3 embeddings fol-
low a multivariate normal distribution, an assumption that does not hold for the complex
outputs of modern generative models (Jayasumana et al., [2024)). Additionally, [F1DI re-
quires large sample sizes to produce reliable estimates and fails to consistently reflect
incremental improvements or degradations in image quality (de Deijn et al., [2024).

To overcome these limitations in the context of [DMk, the CLIP-MMD Distance
(CMMD) has been proposed (Jayasumana et al,[2024). This metric combines em-
beddings with Maximum Mean Discrepancy (MMD)) using a special kernel. This kernel
enables robust distribution comparison by measuring similarity via the Euclidean distance
between feature vectors in the embedding space.

Unlike [FID] [CMMD]| does not rely on assumptions about data distribution; it is compu-
tationally efficient and effectively captures incremental changes in image quality. Empiri-
cal studies have shown that[CMMD] aligns more closely with human perception, making
it a robust alternative for evaluating modern generative models, and it will be the pri-
mary metric utilized in the subsequent chapters of this research to validate our synthetic

agricultural and underwater datasets.

3.4 Application and Challenges in Data Generation

As with [GAN] models before diffusion, DMk are also used in various applications to

both augment data more traditionally and generate synthetic data.

3.4.1 Diffusion Models as Data Augmentation

Generative image models, specifically those based on diffusion, enable the creation of
entirely new data instances or the modification of existing ones in semantically rich ways.
A direct approach is image-to-image translation between domains. |[Kwon and Ye

(2022) proposes a method for unsupervised image translation. The important aspect here
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is how the diffusion model learns to disentangle an image’s content and style represen-
tations. Then, it can recombine the content of one image with the style of another (or a
sampled style), generating a new image that preserves the original semantics while exhi-
biting a different visual appearance, thereby serving as a powerful data augmentation
technique (Kwon and Ye, 2022).

Improving the dataset’s intrinsic diversity is another key goal. Shipard et al. (2023)
addresses this directly. Instead of simply generating more copies of the training dataset,
subtle but significant variations of existing training images can be created. The key in-
sight is that they generate samples that, although close to the original distribution, cover
underrepresented regions of the feature space, thereby forcing the model to learn more ro-
bust representations (Shipard et al.,|2023). A similar case is observed in (Fu et al., 2024,
with the caveat that the generation is unguided and filtered empirically. Furthermore, the
variations must be applied to a network that has been previously fine-tuned on the data.

Data mixing techniques, such as Cutmix (Walawalkar et al., 2020), have also been
reinvented through diffusion models. DiffuseMix (Islam et al., 2024a) proposes an in-
novative strategy: instead of interpolating images in pixel space (which often produces
blurry artifacts), DiffuseMix operates in the diffusion model’s latent space. It interpolates
the latent representations of two or more images. It then applies diffusion decoding to
generate a hybrid sample that more coherently combines the features of its parents.

Similarly, GenMix (Islam et al., 2024b) presents a hybrid approach handy for small
datasets. The central idea is to interleave the generation of new samples, meaning that
not only are new instances generated, but these instances (and/or the original ones) are
additionally interpolated.

Finally, research such as that presented by (Trabucco et al., 2023) systematically ex-
plores how diffusion-based transformations can complement or surpass traditional aug-
mentation techniques. These studies often analyze which specific types of generative
augmentation (e.g., variations in texture, shape, or context) are most beneficial and how

they can be optimally integrated into training pipelines.

3.4.2 Diffusion Models as Synthetic Data Generators

In agronomy and plant pathology, these models are fundamental for generating
synthetic images of plant diseases, using techniques such as[LDMk and variants of Stable
Diffusion to create data for underrepresented or even unseen disease classes, thereby im-
proving the robustness of detection systems (Muhammad et al., 2023; |[Mor1 et al., 2024;
Rai et al., 2025; L1 et al. 2023c} |[Ranario et al.l 2025)). Beyond disease detection, they
contribute to the creation of augmented datasets for crop monitoring, phenotyping, yi-
eld estimation, and semantic segmentation, thereby introducing relevant variations for
agricultural analysis (Ranario et al., 2025). They also enable the simulation of diverse

agricultural scenarios, such as different soil types or lighting conditions, for more com-
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prehensive model training (Heschl et al., 2024a)).

In large-scale image classification tasks, such as ImageNet, synthetic data genera-
ted by has been shown to improve classifier accuracy and robustness (Azizi et al.,
2023). The creation of completely synthetic datasets for model pre-training or evaluation
is actively explored, and even zero-shot classification approaches (Sariyildiz et al., 2023}
L1 et al., 2023a). A prominent application is mitigating class imbalance by generating
examples for rare or underrepresented categories (Samuel et al., 2024).

Remote sensing also benefits significantly, with[DMk generating realistic synthetic sa-
tellite images for environmental monitoring and urban planning, as well as for simulating
the effects of natural disasters or landscape evolution (Sousa et al., [2024; |Khanna et al.,
2023). These models are adapted for specific tasks, such as image super-resolution, in-
filling missing data (e.g., due to clouds), and temporal prediction (Khanna et al., 2023)).
Data augmentation with semantically diverse or controllable synthetic images improves
performance on tasks such as object detection and land-cover classification (Tang et al.,
2024).

[DMk also has up-and-coming applications, specifically in domains where data acqui-
sition is difficult or costly, such as in the medical field. Saragih et al. (2024) explores this
potential, demonstrating how can be employed to create realistic synthetic medical
images.

Despite these advances, guided generation with[DMk remains a significant challenge,

as detailed below.

3.4.3 Computational Costs

The primary bottleneck of the aforementioned applications is the immense computa-
tional cost associated with adapting the models to new domains. All the articles reviewed
in the previous section have a severe limitation: they require fine-tuning for image ge-
neration and are therefore unsuitable for rapid deployment on the specific models to be
trained. Generally, Dreambooth (Ruiz et al.,[2023) is used, a[DMltraining pipeline that ac-
celerates this process. However, it does not address the underlying hardware requirements
of at least 8GB of VRAM, sufficient RAM, and substantial disk space. Furthermore, this
training must be performed iteratively by validating hyperparameters to obtain the best
possible images for a specific problem (Ramos et al., 2025b).

To mitigate these prohibitive costs, several researchers have proposed approximating
the models to enable faster, more efficient training. DiffFit (Xie et al., 2023) is a pipeline
that fine-tunes a Unlike (Ruiz et al., 2023), it trains on the biases of the general
model rather than the entire parameter set, resulting in faster, lighter, and more efficient
training.

Similarly, [Sauer et al.| seeks to distill DMk onto a lighter model, also using a discrimi-

nator as a loss function between the student and teacher models, achieving realistic image
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generation in fewer steps than the original (Sauer et al., [2024).

An interesting case is also (Kang et al.,[2024)), which leverages a pre-trained DMl as a
teacher for a[GAN] thereby mitigating the DMl's image-quality limitations and yielding a
lighter model akin to earlier generative models.

In (Guo et al., 2024), on the other hand, an additional external guide is used. They
train a smaller model to guide images to a new domain, focusing on the more well-known
problem of domain adaptation. This likewise seeks to guide pictures to a new semantic
field, falling within data generation and presenting a possibility when considering retrai-
ning the heavier DMs.

Alternative strategies also include optimizing specific components of the model, such
as the encoder in[LDME, to achieve faster generation (Li et al., 2023b). Concept elimina-
tion is another form of guidance, achieved by limiting the possible outputs. In one of their
experiments, (Gandikota et al. demonstrates the possibility of guiding generation without
requiring additional training (Gandikota et al., [2023).

Despite various developments and proposed methods designed to enhance the effici-
ency and controllability of DMk, a critical gap remains. These refined approaches fre-
quently yield performance below that of larger-scale models trained extensively on large
datasets. Moreover, they frequently yield highly specialized models tailored to narrow
tasks or domains, thereby losing some of the broad, general knowledge captured by the
extensively pre-trained foundational models. This specialization and loss of expertise ulti-
mately diminish the models’ overall capacity and versatility for synthesizing data to meet

novel or diverse requirements.

3.4.4 Guide Challenge (Prompt Engineering)

Even if the computational costs of training are bypassed or mitigated, a second major
operational bottleneck emerges: the reliance on text prompts to steer the generation. The
complexity of obtaining the desired results solely through text is a significant limitation.
Although approaches that incorporate additional spatial information exist, such as (Zhao
et al., 2023 Zhang et al.| [2023b)), they fundamentally operate on top of text-to-image
architectures. Therefore, they still rely heavily on text-prompt guidance to define the
semantic identity of the generated object.

This is evident in the articles presented in Subsection [3.4.2] which all require meti-
culous prompt engineering to obtain acceptable results. As mentioned in (Hertz et al.,
2022), this aspect is so crucial and brittle that the results can vary drastically even with
the alteration of a single text token. This unpredictability makes prompt engineering more
of an art than a rigorous science (Xu et al., 2024)).

As aresult, some approaches aim to generate increasingly complex prompts based on
the desired final guidance for the images. One example is TF-ICON (Lu et al.l 2023)),

which uses[DME to edit pictures and proposes the creation of an exceptional prompt. The
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Figure 3: Illustration of the prompt engineering challenge. Minor variations in textual
descriptions can lead to significant and unpredictable changes in the generated output,
highlighting the need for robust visual prompting methods.

objective of this is to remove text guidance to avoid interference in the editing altogether.

Another case in which the prompt is fundamental is LLM-grounded Diffusion (Lian|
2023a). With this method, scene interpretation is performed using a pre-trained
Large Language Model (LLM). This prompt is then introduced to both the and its
adapter, which, using masks and at each generation step, seeks to ensure that the prompt
is fulfilled for image editing.

There is also the problem of domain generalization with this text-based generation
guidance. When fixed training is used on a public training set, there will inevitably be
more samples from a single domain for the same subject represented by a token (Samuel!
2024).

To entirely avoid this problem, proposes Seecoder, a model trained to replace
the component of the diffusion. Seecoder takes a guidance image as input, from
which features are extracted and used as the primary guide for diffusion, thereby obviating
the need for text or more complex prompt engineering (Xu et al., 2024).

3.5 Automatic Synthetic Data Generation

As demonstrated by research such as the Depth Anything model (Yang et al., 2024al),
manually obtained labels are inherently prone to errors. Their research in monocular

depth estimation achieved excellent results, attributing this success significantly to the
use of synthetic data. highlighted that even with expert annotators, manual
labeling introduces inaccuracies. Consequently, the findings underscore the critical value
of high-quality, automatically labeled synthetic data as a means to bypass these inherent
errors in manual annotation and achieve superior performance in computer vision tasks.

To the best of our knowledge, no unified tools exist that automatically generate synthe-
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tic labeled data using without human intervention. The that uses this genera-
tive model performs most of the process manually, including training, empirical guidance,
and ultimately image annotation.

Thus, some articles could inform the development of this tool by identifying which

key concepts are applicable and whether existing tools provide a suitable basis.

3.5.1 Automatic Labels and Masks Generation

In labeled data generation, there are two approaches. The first, based on ControlNet’s
ability (Zhang et al., 2023b) to generate images from masks, provides a means to create
annotated images by leveraging this guidance. Image variations are made using methods
such as FreeMask (Yang et al.,[2023)) or more complex approaches that combine the ability
to perform variations similar to classical data augmentation (filters, copied images) with
image generation guided by masks, as in (Xie et al.,|[2024).

On the other hand, recalling Section 3.2} where it is established that the attention
layers of models can be used to guide image generation; in this case, information is ex-
tracted from these layers. In (Wang et al., 2023a), this fundamental part of the model
is used to automatically extract masks without having to define them beforehand using a
heatmap. This method leverages the iterative nature of generation to produce heatmaps of
the generated object throughout the process, which are then used to create a mask from
these maps.

A similar case is found in DiffuMask (Wu et al., [2023)), based on the previous work
of [Wang et al. (2023a)), but with a substantial improvement by introducing a variable that
allows obtaining this mask more precisely and without having to perform initial empirical
checks.

Furthermore, Nguyen et al.| leverages attention maps, refines the prompt with a lan-
guage model, and employs an auto-training technique to train a semantic segmenter. It

also highlights that it generates masks for multiple object types (Nguyen et al., 2023).

3.5.2 Tools and Frameworks

The rapid rise in the popularity of text- and image-generation models, coinciding with
heightened general interest in Artificial Intelligence (All), has led to the emergence of a
diverse range of image-generation tools. These tools, offered as both cloud-based and
local solutions, have consequently made these underlying architectures more accessible
to the general public.

Well-known cases include cloud-based generation methods such as DALL-E (Ramesh
et al., [2022) and Stable Diffusion (Rombach et al., 2022), which are implemented in the
cloud by their respective proprietary companies.

On the other hand, there are local tools. Their objective is generally to make open-

source models available to most interested users.
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For example, the graphical tool ComfyUI (Anonymous, [2023) uses the Diffusers li-
brary (von Platen et al., 2022), which is optimized for CPU execution, and, with its graphi-
cal interface, has become popular in the generation community. Furthermore, this tool
enables the creation of dedicated nodes for image generation, with examples dis-
cussed here, such as IP-Adapter (Ye et al., 2023 and Seecoder (Xu et al., 2024)), which
are implemented for direct use. ComfyUI has the potential to serve as the foundation
for a more powerful generative tool for scientific applications, although it has primarily
focused on recreational image generation.

Synthetic data has demonstrated effectiveness in improving deep learning model ac-
curacy and generalization, with DMk currently leading in generating realistic images for
this purpose and in data augmentation, owing to their versatility and extensive guidance
capabilities for image editing. However, much of the research on guided diffusion focuses
on recreational image manipulation rather than generating synthetic training data. This
process remains slow and resource-intensive due to manual steps like retraining and anno-
tation, despite the increasing accessibility of these generation tools for recreational users.
We identified a critical need for an automatic generation tool to overcome this slow pipe-
line, enabling efficient experimentation with diverse quantities and types of synthetic data
without incurring prohibitive computational costs, which can often exceed 10 GPU-days

per model.

3.6 Evaluation Metrics for Synthetic Data

To properly assess the utility of the datasets produced by the aforementioned genera-
tive frameworks, robust quantitative metrics are essential. The evaluation of synthetic data
has historically relied on the (Heusel et al.l 2017), which measures the discrepancy
between the feature distributions of authentic and generated images.

However, has several limitations. It assumes that Inception-v3 embeddings fol-
low a multivariate normal distribution, an assumption that does not hold for the complex
outputs of modern generative models (Jayasumana et al., 2024). Additionally, [FIDI re-
quires large sample sizes to produce reliable estimates and fails to consistently reflect
incremental improvements or degradations in image quality (de De1n et al., [2024)).

To overcome these limitations in the context of DMk, the has been proposed
(Jayasumana et al, [2024). This metric combines embeddings with using a
special kernel. This kernel enables robust distribution comparison by measuring similarity
via the Euclidean distance between feature vectors in the embedding space.

Unlike [FID] [CMMD]| does not rely on assumptions about data distribution; it is compu-
tationally efficient and effectively captures incremental changes in image quality. Empiri-
cal studies have shown that[CMMD] aligns more closely with human perception, making

it a robust alternative for evaluating modern generative models. This metric serves as a
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foundational tool for validating the synthetic datasets generated in the subsequent chapters
of this thesis.

3.7 Comprehensive Summary and Research Gap

To contextualize the proposed research, we present a comprehensive categorization
of the reviewed literature. methods are classified along two fundamental axes:
architectural control mechanisms (Table [I)) and application strategies for synthetic data
generation (Table [2)).

3.7.1 Trade-offs in Control and Efficiency

Table[T|organizes the generative methods ranging from computationally intensive trai-
ning to inference-only guidance. A clear pattern emerges: methods that achieve high
fidelity and concept retention typically require expensive fine-tuning (e.g., Dreambooth,
ControlNet), while efficient training-free methods (e.g., Attention-based) often lack the

robustness needed for automatic, large-scale data generation without manual intervention.

Table 1: Taxonomy of Control Mechanisms and Optimization Techniques in Diffusion

Models. This table contrasts the guidance method with its computational prerequisites.

Category

Technique / Architecture

Key Works (Citations)

Computational & Ope-
rational Cost

Full Fine-Tuning &
Training

Weights Update & Dreambo-
oth

Dreambooth (Ruiz et al.} [2023)), Textual
Inversion (Samuel et al.,|[2024)

Very High. Requires
>8GB VRAM per model.
Slow iterative training for
every new concept.

Structural & Adap-
ter Control

Zero-Convolutions,  Parallel
Encoders, Lightweight Modu-
les

ControlNet (Zhang et al) 2023b), Uni-
ControlNet (Zhao et al.}|2023), IP-Adapter
(Ye et al.} [2023)

High/Medium. Redu-
ces parameters but still
requires training on pai-
red datasets (images +
masks/depth).

Attention & Latent
Guidance (Training-
Free)

Cross-Attention Injection,
Latent Optimization, Energy
Functions

Prompt-to-Prompt (Hertz et al.| 2022),
TALE (Pham et al.|2024), RIVAL (Zhang
et al.,[2023c), Universal Guidance (Bansal
et al.| [2023), TF-SDG (Feng et al.[2022),
COW (Wang et al | [2023b)

Medium. No training re-
quired, but inference is
complex and slow. Hea-
vily dependent on precise
prompt engineering.

Model Optimization
& Distillation

Knowledge Distillation, Bias
Tuning, Concept Erasing

DiffFit (Xie et al., [2023), Distillation
(Sauer et al} 2024; [Kang et al.| [2024),
Erasing Concepts (Gandikota et al.}[2023),
Faster Diffusion (L1 et al.}, [2023b)

High (Initial). Creating
the “efficient”model requi-
res a heavy distillation
phase. Resulting models
often lose zero-shot gene-
rality.

Prompt Engineering

Iterative Refinement, [CLM}F
based guidance

LLM-grounded (Lian et al.| [2023a), TF-
ICON (Lu et al| [2023), PromptStyler
(Cho et al. |2023), Seecoder (Xu et al.,
2024)

Low Compute / High
Manual Effort. Shifts the
burden from GPU to com-
plex prompt design (or ex-

ternal [CCMl costs).
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3.7.2 Fragmentation in Data Generation Strategies

Table [2] maps how these models are applied to solve data scarcity. While significant
progress has been made in specific domains (Agronomy, Remote Sensing) and augmen-
tation techniques (Mixing, Infilling), there is an absence of a unified framework. Existing
solutions are highly fragmented and isolated to specific applications. They effectively
solve a narrow problem (e.g., removing clouds) but fail to provide a generalizable tool for

automatic, labeled data generation across different tasks.

Table 2: Overview of Data Generation Strategies using Diffusion Models. The table
highlights the specific application domains and the limitations of current methodologies
regarding generalization.

Strategy Mechanism Key Works & Applications Gap / Limitation
Domain-Specific Fine-tuned [LDM] for rare clas-  Agronomy: (Muhammad et al} [2023; Lack of Generalization.
Synthesis ses or specific environments Mori et al.| 2024; |Ra1 et al.| 2025} |Rana-| Each  solution  requi-
rio et al.} 2025 [Heschl et al.}[2024a) res a dedicated dataset
Remote Sensing: (Sousa et al| 2024; and training pipeline.
Khanna et al.| 2023} [Tang et al.} [2024) Not transferable to new
Medical: (Saragih et al.,[2024) domains  without  re-
implementation.
Advanced Data Aug- Latent Space Mixing, Style DiffuseMix (Islam et al.||2024a), GenMix  Dependence on Refe-
mentation Transfer, Inpainting (Islam et al.}|2024b), DreamDA (Fu et al,  rence. Mostly varies
2024), Diff. Translation (Kwon and Yel, existing samples rather
2022), Diversity (Shipard et al., 2023) than generating novel,
labeled concepts from
scratch.
Class Balancing Zero-shot generation for long-  ImageNet Balancing (Azizi et al.| |2023), Scale Issue. Often re-

tail distributions

Fake it till you make it (Sariyildiz et al.}
2023), Your Diffusion (L1 et al., [2023a),
Rare Categories (Samuel et al.| |2024)

quires massive pre-trained
models or computing clus-
ters to be effective on ben-
chmarks like ImageNet.

Auto-Labeling &
Segmentation

Attention Map  Extraction,
Mask-to-Image, Dataset Gene-
ration

DiffuMask (Wu et al.} [2023)), DatasetDif-
fusion (Nguyen et al.|[2023)), DiffusionSe-
cret (Wang et al.}[2023a), FreeMask (Yang
et al., [2023), MosaicFusion (Xie et al.
2024)

The Core Gap. Exis-
ting tools are either
recreational  (ComfyUI),

slow, or require manual
prompts/masks. No fully
automated, low-resource
pipeline exists.

3.7.3 Conclusion: The Need for Automated Efficiency

The synthesis of these works reveals that while the components for effective synthetic

data generation exist, such as attention control (SectionB;Z[) and automated mask extrac-

tion (Section[3.3)), they are currently fragmented.

Current research (Table[I)) leans heavily toward computationally expensive training for

control, whereas application-level research (Table [2)) remains domain-locked. There is a
distinct lack of a tool that integrates training-free guidance mechanisms with automated

labeling capabilities to efficiently produce diverse synthetic datasets.



4 TRAINING-FREE SYNTHETIC DATA STRATEGIES
FOR AGRICULTURAL OBJECT DETECTION

In the preceding analysis of the state of the art, we identified a critical dichotomy:
while synthetic data holds immense promise for agriculture, its practical application is of-
ten hindered by high computational costs and inconsistent results. The current literature
presents conflicting evidence; for instance, studies such as (Deng, 2023)) and (Moreno
et al., 2023)) report divergent outcomes despite employing similar methodologies on com-
parable datasets. This variability suggests that the effectiveness of synthetic data is not
intrinsic but highly dependent on the generation pipeline and the specific integration stra-
tegy used.

To address this uncertainty and the lack of a standardized baseline, this chapter pro-
poses a rigorous experimental framework using the (Dang et al., 2023) dataset. We aim
to benchmark a novel, training-free generation pipeline against established fine-tuning
methods. By systematically evaluating method variability, ranging from class-balancing
strategies to the generation architecture itself, we aim to develop a robust protocol for
integrating synthetic data into weed-detection tasks, prioritizing both downstream perfor-

mance and computational efficiency.

4.1 Synthetic Images Generation by DreamBooth Model

Synthetic image generation supports data augmentation strategies. Here, we use DMk
that iteratively denoise random noise using learned distributions to produce high-quality
images.

For our experiments, we adopt a diffusion-based approach inspired by DreamBooth
(Ruiz et al., [2023)), which enables the generation of class-specific images using a small
set of reference images. DreamBooth fine-tunes a pre-trained DM] to learn the distinctive
characteristics of each class, thereby producing diverse and accurate synthetic samples.
According to (Ruiz et al., 2023)), three to eight reference images per class are sufficient to
capture key features, making this an efficient method for synthetic data generation.

However, one of the challenges in the synthetic image generation process is preparing
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a high-quality reference dataset. A carefully curated, diverse set of images is necessary to

ensure that the model generates accurate, varied samples.

4.1.1 Clustering based on the DINOv2 Algorithm

One of the key aspects of building an appropriate reference dataset for training an
image generation model is image clustering. Since training a DreamBooth model requires
between three and eight reference images per class, efficiently clustering the images into
manageable groups is a priority. Typically, this process involves selecting images based
on their similarity (Moreno et al., [2023).

However, this clustering has two main limitations: subjectivity in determining image
similarity and reduced efficiency for large datasets. These limitations can affect the qua-
lity and utility of the generated data.

The DINOV2 proposal (Oquab et al., 2023)), designed for feature extraction and com-
bined with k-Nearest Neighbors (KNN)) for clustering, addresses the aforementioned limi-
tations and clusters the dataset into distinct groups. This approach promises higher-quality

group formation, which is relevant to subsequent pipeline stages.

4.1.2 Enhanced Synthetic Data Generation

Based on the analysis, we propose a methodology for automatic synthetic data
generation that addresses key challenges in data augmentation while reducing computati-
onal costs. Instead of training a[DM] from scratch, which is time-consuming and requires
significant Video Random Access Memory (VRAM), our approach leverages two com-
plementary methods: IP-Adapter (Ye et al., 2023) and SeeCoder (Xu et al.,[2024).

IP-Adapter is a modification of the original [DM] architecture that enhances the at-
tention calculation. This modification introduces an additional step in which the model
compares guide-image embeddings, thereby improving its ability to generate images from
reference data rather than textual prompts (Ye et al., 2023). SeeCoder, by contrast, ex-
tracts visual features from an image, thereby overcoming the vocabulary limitations of
text-to-image models by using images as prompts rather than text (Xu et al., 2024)).

The reason for combining these two approaches lies in their complementary strengths.
While SeeCoder extracts visual features from images, it still exhibits limitations in image
generation, particularly in alignment. Although the visual prompt guides the generation of
unseen photos, there is often a gap between the generated output and the original prompt.
Images generated with SeeCoder may lack visual realism and deviate significantly from
the reference image in content and quality.

On the other hand, the IP-Adapter still faces challenges in prompt engineering, which
require significant time and effort to identify the optimal prompt for effective data ge-
neration. The trial-and-error process of selecting appropriate words to guide the model

can make it challenging to create diverse classes, potentially disrupting synthetic data



42

generation.

We hypothesize that both models improve the generation process by addressing dif-
ferent limitations. SeeCoder enhances visual feature extraction, enabling more diverse
image generation. At the same time, the improved attention mechanism in [P-Adapter
helps align the generated images with the desired output, enhancing realism and rele-
vance. Our generation model leverages both and can achieve better results without requi-

ring extensive prompt engineering or additional training.

Figure [] demonstrates how both IP-Adapter and SeeCoder are used together with
guide images to enhance synthetic data generation. The figure illustrates how embeddings
from guide images are processed by the modified attention mechanism of IP-Adapter

and the visual feature extraction of SeeCoder, yielding more accurate and realistic image

generation.

IPadapter
Cross Attention

0D Model
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Figure 4: Combined use of IP-Adapter and SeeCoder with DINOv2-clustered guide ima-
ges for enhanced synthetic data generation.

4.2 Experiments

This chapter details the experimental methodology and results obtained from our re-
search. Building on the theoretical foundations laid in Chapter [2]and the methodological
approach described in Section .| we first describe the setup for generating synthetic
data, including the specific dataset used, before examining the various experimental con-

figurations and their outcomes.
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4.3 Synthetic data setup

Following the methodology outlined in Section [4.1] this section details the setup of
our synthetic data generation process, as shown in Figure ] Our primary focus was to
address the challenges of data scarcity and labeling effort, which are especially evident
in specialized domains such as agriculture. We detail how the dataset was prepared as a
foundation for generating synthetic images and the initial steps taken to apply [DMk for
data augmentation. This foundational setup allows us to rigorously evaluate the impact
of synthetic data on downstream model performance and inform the development of our

prompt-free generation pipeline.

4.3.1 Experimental Setup

The experiments were conducted using the YOLOvV8 detection network across all con-
figurations to ensure architectural consistency. The models were trained on the CottonWe-
edYolo dataset (Dang et al., 2023]), which consists of 4150 images distributed across
14 weed species: Crabgrass, Eclipta, Goosegrass, Morningglory, Nutsedge, PalmerA-
maranth, Prickly Sida, Ragweed, Sicklepod, Spottedspurge, SqurredAnoda, Swinecress,
Waterhemp, and Purslane. This dataset was partitioned into 80% training, 10% valida-
tion, and 10% testing subsets. The models were trained for 10 epochs with an image size
of 512 x 512, using an automatically determined batch size from the Ultralytics package
on an RTX 4060TI GPU.

The inherent class imbalance, as shown in Figure [5] in the original dataset poses a
significant challenge for detection models. Seven experimental configurations were de-
signed to address this and systematically evaluate the role of synthetic data in mitigating

the imbalance and enhancing detection performance.

* Experiment 1: Baseline training using the original imbalanced dataset without

modifications.

* Experiment 2: Add 300 synthetic images per class using DreamBooth, as recom-
mended in (X1e et al., [2024)), to ensure that all classes are augmented equally. This
setup is designed to provide a direct comparison with established methods
for synthetic data generation and augmentation.

* Experiment 3: Targeted synthetic oversampling to correct the initial class imba-
lance. We establish a fixed target number of images for every class (e.g., matching
the size of the majority class) and generate exactly the required difference for each
underrepresented class to reach this threshold. The aim is to measure the impact of
a perfectly balanced dataset and evaluate how the network performs when certain

classes are heavily dominated by synthetic data.
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Figure 5: CottonWeed Yolo dataset original class distribution (Dang et al., 2023])

* Experiment 4: Reduce the number of images in the more represented classes to
balance the proportions in the original dataset without adding synthetic data. This
experiment seeks to measure the impact of dataset balancing, this time achieved by
data reduction, and to determine if significantly overrepresented classes inherently

affect model performance.

* Experiment 5: Add 300 synthetic images per class generated by the proposed
method to balance the dataset. This enables validation of our proposed genera-
tion method and Comparison of its effectiveness with the approach used in

Experiment 2.

* Experiment 6: Reduce the original dataset to 10%, without any addition of synthe-
tic images, to evaluate the performance on a smaller, real-world dataset. This serves
to establish a baseline model performance when faced with a significantly limited

amount of training data.

* Experiment 7: Use the 10%-reduced dataset, augmented with 300 synthetic ima-
ges per class generated by the proposed method, to assess the impact of synthetic
data on model performance when using a limited real dataset. This configuration is
intended to demonstrate whether synthetic data can improve performance relative

to the severely limited-dataset baseline (Experiment 6) and to highlight the impact
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of our synthetic data more clearly in a data-scarce scenario.

In all experiments, the synthetic images generated were filtered and semi-
automatically labeled using AnyLabeling (Nguyen, 2025)), which incorporates
object detection and segmentation algorithms. This tool includes a Segment Anything
Model (SAM))2-based (Ravi et al., 2024) bounding box tool that, with manual reference
points, generates both bounding boxes and segmentation masks—features that could be

beneficial for future tasks.

4.3.2 Synthetic data evaluation

The fidelity of the synthetic images was evaluated using the metric (Jayasu-
mana et al.,[2024), which uses embeddings and the[MMDIto quantify the difference
between real and generated distributions. For this analysis, we generated 300 synthetic
images for each class in the dataset. Table [3] presents an ablation study that decompo-
ses the architecture into its core components, SeeCoder and IP-Adapter, comparing them
individually and in combination (our proposal, Experiment 5) against the DreamBooth
baseline (Experiment 2). In the table, * denotes the prompt “crop specie”, where specie

corresponds to the specific weed name.

Table 3: Quantitative evaluation of synthetic image fidelity using CMMD across baselines
and ablation components.

| Methods | CMMD () |
Only SeeCoder (Xu et al[[2024) 2.314
Only IP-Adapter™ (Ye et al[2023) 1.647
Dreambooth* (Ruiz et al., [2023)) 1.153
Ours R 1.317

*Models trained with a “crop specie” prompt.

The [CMMD] metric assesses the distance between the real and synthetic image distri-
butions, with lower values indicating greater similarity. DreamBooth achieved the best
performance with a of 1.153. Our method, which combines the capabilities of
IP-Adapter and SeeCoder to generate synthetic images, is closely followed by 1.317. Un-
like DreamBooth, our approach does not require retrained data, prompt engineering, or
computationally intensive training.

Individually, SeeCoder and IP-Adapter obtained [CMMDS of 2.314 and 1.647, respec-
tively. By integrating both, our method significantly improves synthetic image generation,
enabling high-fidelity outputs with minimal setup and without requiring specialized hard-
ware. With only a 0.164 difference from DreamBooth, our method offers a practical,
cost-effective alternative for rapid synthetic image generation.

Regarding computational cost, our method can be executed even on devices with just
a CPU or minimal GPU requirements, such as 2 GB of VRAM. In contrast, DreamBooth,
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which achieves the second-best quality in synthetic image generation, requires 8 GB of
VRAM for training.

Figure[6] presents a qualitative analysis of four species from the CottonWeedDet12 da-
taset (Dang et al., 2023). The first column shows the original images, while the following
rows display synthetic images generated by different methods. We applied a DINOv2-
based clustering tool to group visually similar images, forming five clusters when neces-
sary.

However, interpreting these results requires caution. While provides a statis-
tical measure of distribution similarity and correlates with visual realism, it can be misle-
ading in scientific contexts. A high-fidelity score does not guarantee biological accuracy;
generative models may hallucinate plausible textures that lack critical taxonomic details
required for species identification, such as vein patterns or specific leaf margins (Moreno
et al., 2023)). Therefore, visual metrics should not be the sole basis for validation. In this
study, we use the downstream object detection metric (mean Average Precision (mAP))
as the primary measure, as it implicitly assesses whether the synthetic data preserves the
semantic features required for the neural network to distinguish among weed species.

The qualitative results highlight SeeCoder’s inconsistency, as it often introduces ar-
tifacts despite capturing general shapes and textures. The IP-Adapter improves visual
quality but produces stylized, cartoon-like outputs. DreamBooth performs best, accura-
tely capturing shape, texture, and realism. This success is attributed to the use of similar
images during training, which enables the model to learn the distinctive characteristics of
each group. Our method achieves high realism, faithfully reproducing key image featu-
res while outperforming SeeCoder and IP-Adapter. Though slightly stylized, it remains a
strong alternative to DreamBooth in terms of quality and fidelity.

Moreover, it is essential to emphasize that synthetic images are not guaranteed to
preserve all taxonomically significant traits of the species, as models may sometimes

oversimplify them. Visual examples of these failure cases are provided in Appendix [A]

4.3.3 Evaluation of the Dataset Formation for Detection

In the quantitative analysis, we evaluated the results obtained in all seven experiments
for each class. In this assessment, results were reported as quantitative metrics of the
enhancement process’s accuracy. The metric used was widely used to evaluate
the performance of object detection models. The [mAP| was calculated for each class
individually, using an Intersection over Union ([oU]) threshold of 0.5, and as the average
of the Average Precisions (APk) across all classes.

Figure 7] presents the mAP]| values obtained in each experiment, comparing the impact
of different training configurations on the performance of the YOLOv8 model. Experi-
ment 1 demonstrates lower performance than its counterparts on synthetic data. Experi-

ment 2 achieves the best results across multiple classes, although it exhibits overall model
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Figure 6: Qualitative Analysis of Image Generation Methods for CottonWeedDet12 Spe-
cies (*indicates prompt-based methods).
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instability, with low precision for some species. However, these shortcomings are mini-
mal. In Experiment 3, despite the addition of more synthetic images, the model’s overall
performance decreases. This can be explained by the fact that some species have more
synthetic images than others, thereby balancing the entire dataset.

On the other hand, Experiment 4 does not include synthetic images and shows signifi-
cantly lower overall precision. However, when comparing Experiment 3 and Experiment
4, the model trained on synthetic images outperforms the model trained on real images
overall. Finally, Experiment 5 stands out as the best overall, demonstrating the highest
stability without sacrificing performance for particular species in favor of others, as ob-

served in Experiment 2.

I Experiment1l [ Experiment 2

[ Experiment3 [} Experiment4

B Experiment 5

Crabgrass
Purslane 80 Eclipta

Waterhemp A ~ Goosegrass

Swinecress Morningglory

SqurredAnoda Nutsedge

Spottedspurge " Palmer Amaranth

Sicklepod !  Prickly Sida
Ragweed

Figure 7: mAP values obtained in the first five experiments, analyzing the impact of
different training configurations on the performance of the YOLOv8 model for detecting
14 weed classes.

Comparing the results of Experiments 6 and 7, as shown in Figure[§] it is observed that
Experiment 7, which has more data (even if artificially generated), improves the model’s
overall precision. In Experiment 6, the dataset is minimal, resulting in poor performance
and indicating that the model failed to understand the data correctly. On the other hand,
with synthetic images, the model demonstrates some learning. However, asserting that the
detection model generalizes well is still impossible, as the dataset remains quite restricted.

Thus, it can be concluded that synthetic data is valid but does not replace the need
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for real data, which should be as diverse as possible. The combination of artificial and
real data is essential for developing robust networks, making it crucial to prioritize quality

over quantity in real data collection.

B Experiment6 [ Experiment7

Crabgrass
Waterhemp 160 Eclipta
80
Swinecress ) ’ Goosegrass
60
SqurredAnoda Morningglory
Spottedspurge Nutsedge
Sicklepod Palmer Amaranth

Ragweed Prickly Sida
Purslane

Figure 8: Comparison of mAP between Experiments 6 and 7, highlighting the impact of
adding synthetic data on the detection accuracy of the 14 weed classes with the scarcity
of real data.

4.4 Discussion and Limitations

This study confirms that the proposed training-free pipeline, which leverages SeeCo-
der and IP-Adapter, enables the generation of effective synthetic training data. The results
demonstrate performance metrics comparable to computationally intensive methods, such
as DreamBooth, with an of 1.317, compared with 1.153. By integrating 300
synthetic images per class in Experiment 5, we achieved the highest stability across weed
species. This proves that the method is a viable and robust alternative for data augmenta-
tion, particularly suitable for resource-constrained environments where extensive model
fine-tuning is not feasible.

However, despite these advantages, several limitations prevent this method from being
definitive. Although the training phase is eliminated, the inference process presents a new
bottleneck. The generation time of our pipeline remains higher at 8.95 s per image compa-
red to the 3.37 s of the optimized DreamBooth generation. This latency poses a challenge
for scaling the method to massive datasets. Furthermore, as observed in the qualitative
analysis, the reliance on full image synthesis introduces the risk of morphological hallu-

cinations. The model may generate plausible-looking weeds that technically satisfy the
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prompt but lack specific taxonomic details required for expert-level identification.

These trade-offs highlight a crucial insight regarding the architectural components
used. The experiments demonstrated that the visual encoders successfully captured the se-
mantic essence of the weed species without prior training. The inefficiency lies primarily
in the subsequent pixel reconstruction phase, which incurs high computational costs and
introduces potential visual artifacts. This suggests that the extracted visual embeddings
have significant representational value in their own right. Consequently, research direc-
tions might benefit from focusing on the utility of these rich semantic representations,
potentially by leveraging this guidance capability without the computational overhead of

generating complete pixel arrays.



5 AUTOMATED ZERO-SHOT AUGMENTATION FOR RO-
BUST IMAGE CLASSIFICATION

Transitioning toward the objective of maximizing automation in image generation, a
pressing need arises for systems capable of automatically producing labeled images. As
established in previous chapters, manual curation and prompting are bottlenecks; there-
fore, it is crucial to demonstrate that fully automated synthetic samples can effectively
guide the training of classification models without human intervention.

A critical challenge in this landscape of data augmentation techniques is whether zero-
shot synthetic data generation can enhance classification performance without requiring
model fine-tuning or textual prompts. While recent work has demonstrated the potential
of DMk for data augmentation, most approaches still rely on computationally expensive
training or complex prompt engineering, thereby limiting their practical applicability. To
address this gap, we propose ZEDD-G, a novel framework that establishes a fully automa-
ted pipeline for this task. Our approach leverages multi-image guidance within the latent
space of a pre-trained [DM] combining direct feature manipulation with SeeCoder-based

semantic extraction to generate diverse, high-fidelity training data, as illustrated in Fig.[9]

5.1 ZEDD-G Method

5.1.1 Clustering with DINOv2

A foundational requirement for many data generation techniques, such as DreamBo-
oth (Ruiz et al.l [2023), is a curated set of visually similar images to guide the process. A
significant limitation of this approach is its reliance on manual curation. This subjective
and time-consuming task can lead to the omission of relevant images due to the lack of a
comprehensive overview of the dataset.

To address this limitation and enable a fully automated workflow, our method begins
with the automatic clustering of images. For this task, we employ DINOv2 (Oquab et al.,
2023)) following the methodology described in the previous chapter.

As demonstrated there and in our work (Ramos et al., [2025b)), this serves as a robust

substitute for manual selection. The output of this initial step is a set of well-defined sub-
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Figure 9: Overview of the ZEDD-G framework. Image clusters are formed using DI-
NOv2. A primary image is then fed into a SeeCoder to extract visual prompts that guide
the modification of latent representations from other images. These are injected into the
to generate new samples.

groups, each containing visually coherent images. These subgroups serve as the basis for

subsequent multi-image generation, constituting the first stage of our automated pipeline.

5.1.2 Visual Feature Extraction with the SeeCoder

The SeeCoder (Xu et al., 2024) is a central component of the proposed multi-image
latent guidance approach, enabling the extraction and encoding of visual features directly
from a set of reference images. By operating without textual prompts, the SeeCoder
overcomes the vocabulary limitations typical of text-to-image models, providing a richer
semantic representation that is more closely aligned with the visual content.

Its main advantage lies in its ability to integrate complex visual information from mul-
tiple images simultaneously, thereby eliminating the need for manual engineering. This
process is often time-consuming and subjective. Through a detailed analysis of texture,
shape, color, and spatial structure, the SeeCoder generates a unified latent embedding that
cohesively synthesizes the visual diversity present in the input set.

This embedding acts as a conditioning vector in the diffusion process, guiding the
generation of synthetic images that reflect the learned features from the multiple referen-
ces. However, using the SeeCoder in isolation can lead to visual misalignment or loss of
fidelity to the original images (Ramos et al., 2025b).

To mitigate these limitations, we propose combining SeeCoder with additional latent-
space alignment mechanisms, inspired by approaches such as RIVAL (Zhang et al.,
2023c)).

5.1.3 Multi-Image Latent Guidance

operate sequentially, with modern [DDIMlbased samplers typically employing

around 50 iterative steps. This inherent structure enables guiding the generation process,
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steering the trajectory from an initial random noise distribution to a target image distribu-

tion.

A straightforward approach to this that avoids external networks, such as adapters or
additional encoders, is latent alignment. RIVAL (Zhang et al., 2023c), for instance, per-
forms feature inversion on a single guide image to extract its latent representation. These
latent features are then randomized and injected into the U-Net denoiser’s self-attention
layers during generation. However, this method has two key limitations: its reliance on
an [LLM I for guidance and its inability to use multiple guide images. We propose a no-
vel method to address these shortcomings, hypothesizing that leveraging multiple guide

images is particularly beneficial for targeted data augmentation in classification problems.

Our proposed process is as follows. First, features are extracted from a set of guide
images (we use four in our experiments for simplicity) as described in Section[5.1.1} One
is designated as the primary guide. To enhance generative robustness, this primary image
is also used as an input to the SeeCoder, which provides an additional guidance signal,
the functioning of which is explained in detail in Section[5.1.2] The latent features of the
primary guide image, extracted from the DMF's encoder, serve as the base representation
and are partitioned into blocks. The size of these blocks constitutes the first hyperpa-
rameter of our method. We observed that larger block sizes better preserve the image’s
high-level structural information, which is crucial for datasets in which composition is
essential (e.g., medical images). This structured partitioning is a key improvement over
the absolute randomization used in prior work. Each block is then randomly shuffled (i.e.,
permuted) according to a probability parameterized by our second hyperparameter, which
ranges from 0 to 1.

For the non-primary guide images, we repurposed these same hyperparameters to
control the contribution of their corresponding latent features. Specifically, using larger
block sizes with a low shuffle factor promotes the blending of spatial characteristics from
the secondary images with the primary one. Conversely, employing smaller block sizes
and a high shuffle factor ensures that the features of the primary image are predominantly
preserved. The resulting blend of features is then concatenated with the primary image’s
original latent representation before injection. This is a crucial step that anchors the final
output to the primary guide while introducing targeted variations from the others. A

detailed demonstration of the method and its parameters is provided in Figure[T0}

Therefore, by fusing latent representations from multiple images, our approach gene-
rates significantly more diverse data than single-image techniques such as RIVAL (Zhang
et al., |2023c), whose variations are fundamentally constrained to the characteristics of a

single source.
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Figure 10: Visual demonstration of our multi-image latent guidance method. The figure
illustrates the impact of our two key hyperparameters: Block Size (BS) and Shuffle Pro-
bability (SP). Block size and shuffle probability control the trade-off between blending
features from multiple images and preserving the primary image’s structure.

5.1.4 Zero-Shot Diffusion-based Data Generation

With all the aforementioned components implemented, we have established a com-
plete pipeline for zero-shot synthetic data generation. This pipeline, named ZEDD-G,
requires no prior training and can be applied directly to a dataset to augment it using
diffusion methods. The overall workflow of ZEDD-G is depicted in Figure [9]

The primary image selection strategy varies with the desired augmentation scale. For
substantial augmentation (e.g., a 20x increase by generating 80 images from a subgroup
of 4), each of the four images serves as the principal 20 times. For smaller-scale aug-
mentations, however, a single principal image is randomly selected from the subgroup to

ensure variability.

The SeeCoder then processes the selected primary image to extract visual prompts.

Simultaneously, the latent representations of the remaining guide images are modified.

Finally, these modified latents are injected into the cross-image self-attention layers of
the pretrained [DM] guiding the denoising process with the new features. This method ena-
bles the generation of diverse synthetic data derived from the original dataset, all without

requiring any model retraining.
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5.1.5 Benchmark

To evaluate our method, we adopt the benchmark proposed by Fu et al. (Fu et al.,
2024)). This framework evaluates performance using a ResNet-50 classifier on a diverse
set of datasets, including Caltech101, the fine-grained Stanford Cars and Oxford-IIIT Pets
datasets, and the Shenzhen TB medical imaging collection. The results are compared
against other diffusion-based augmentation methods detailed in the benchmark. A key
distinction is that these competing methods require dataset-specific fine-tuning, whereas
our approach is in accordance with a zero-shot manner.

In accordance with the benchmark protocol, we expanded the datasets by the prescri-
bed scaling factors: Oxford-IIIT Pets by 30, Stanford Cars and Caltech101 by 20, and
Shenzhen TB by 10. For our generation method, we consistently used four guide images
per class to generate synthetic data.

To maximize diversity, the hyperparameters of the variation process are typically sam-
pled randomly for each generation. Block sizes are selected as multiples of 4, up to a
maximum of 16, and a random-shuffle probability is applied to the feature composition.
The sole exception to this rule is the generation of medical images. While larger block
sizes from secondary images typically increase variability, we observed that medical ima-
ges are susceptible to such variations and can lose realism. Therefore, to ensure plausible
results on the Shenzhen TB dataset, we used a fixed block-size structure of 32,8, 8,8,

which was empirically determined to be the optimal configuration for this domain.

5.2 Experimental Results

For the benchmark evaluation, we performed data augmentation according to the pro-
tocols prescribed for each dataset. All experiments were conducted on an NVIDIA RTX
4070 Ti GPU. Our implementation is publicly availableﬂ

Our experimental procedure and the results for all competing diffusion-based methods
were adapted from the DreamDA benchmark (Fu et al., 2024). It is noteworthy that,
unlike our process, all these alternative approaches require computationally expensive
retraining on each specific data subset.

The results of this comparative analysis are presented in Table[5.2] We use classifica-
tion accuracy as the primary evaluation metric, as it directly measures the practical utility
of the generated data. This metric assesses the performance of a downstream classifier
trained on the augmented dataset (real and synthetic images), providing a clear indica-
tion of the quality and effectiveness of the artificial data. To ensure a fair and unbiased
evaluation, the test set was held out and remained completely separate throughout all
experiments.

The quantitative results demonstrate that our method achieves highly competitive per-

Ihttps://github.com/Gardiy/ZEDDG
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Table 4: Comparison of data augmentation methods based on classification accuracy
across multiple datasets (ResNet-50 trained from scratch and pre-trained). The bench-
mark is adapted from DreamDA (Fu et al., 2024); unlike our zero-shot ZEDD-G, all other
methods require dataset-specific fine-tuning and prompt engineering.

ResNet-50 Method Natural Images Medical Images | Fine-tuning
Stage Caltech101 Cars Pets Shenzhen TB required?

No data Augmentation 89.1 89.2 86.9 88.3 —

CutMix 88.9 89.1 87.1 89.1 v

Random Erase 89.5 89.2 87.2 89.2 v
RandAugment 89.5 89.3 87.4 90.0 v

Stable Diffusion 87.2 92.8 87.0 90.4 v

Pretrained | SDEdit 88.6 92.5 87.8 90.7 v
DI 87.8 92.8 88.0 89.5 v

BoT 88.4 92.5 88.2 89.2 v

GIF-SD 86.4 93.1 87.4 88.8 v

DreamDA 93.1 94.5 93.2 91.1 v

ZEDD-G (Ours) 89.9 (+0.8) 92.3 +3.)  91.1 (+42) 90.4 +2.1) X

No data Augmentation 43.9 46.6 43.8 72.7 -

CutMix 55.8 60.1 58.8 74.2 v

Random Erase 553 63.3 55.6 74.1 v
RandAugment 55.5 63.8 55.4 75.5 v

Stable Diffusion 76.6 81.8 76.0 79.9 v

Scratch | SDEdit 76.2 81.3 75.7 79.7 v
DI 73.1 81.2 75.1 79.3 v

BoT 77.9 82.9 78.7 80.0 v

GIF-SD 65.1 75.1 65.9 77.3 v

DreamDA 85.3 87.1 86.5 83.5 v

ZEDD-G (Ours) 80.3 +364)  85.1 +38.5 80.9 (+37.1) 81.2 (+8.5) X

formance, surpassing most benchmarked data generation techniques. Specifically, our
method boosts accuracy by an average of over 30 percentage points (pp) for a ResNet-
50 trained from scratch (with gains as high as +38.5 pp on Cars) and around 2.6 pp for
a pre-trained model (peaking at +4.2 pp on Pets). This presents a visual comparison of
results, showing superior performance. However, DreamDA requires training a [DM] on
every fifth image in the dataset, a process that demands significant computational resour-
ces and often spans multiple GPUs (Zhang et al., 2023c). In stark contrast, our approach
offers a fast and efficient pipeline that proceeds directly from data clustering to generation,

eliminating the need for model retraining or prompt engineering.

To assess the qualitative performance of our method, Fig. [T presents a visual compa-
rison of results across the different datasets. To offer a transparent view of the method’s
performance, the figure intentionally includes some samples with artifacts. As shown in
the sample images, our method generally produced high-quality results for most datasets.
The most notable exception is the chest X-ray dataset, which exhibited the lowest visual
fidelity and the highest artifact incidence. However, minor imperfections were also pre-
sent, albeit to a lesser extent, in other classes. Specifically, these generated images exhibit
artifacts, such as anatomically impossible bone structures and subtle domain shifts (see
Appendix [B| for a detailed gallery of these artifacts and failure cases). This reduced vi-

sual quality correlates with the quantitative results, which also yielded the smallest gains



in accuracy, underscoring its importance as a challenging test case and reaffirming that

further validation is essential for any practical application in this domain.

In contrast, the generation for other datasets proved highly effective. The visual results
confirm that our multi-image latent alignment method is optimal for creating meaningful
variations. For instance, we successfully generated images of the same car from diffe-
rent viewpoints and composed scenes containing multiple pets. We transferred stylistic
features from the Caltech dataset to categories such as ’jug’. Although the figure dis-
plays a limited sample due to space constraints, the selected images are intended to be

representative of the diversity observed across most classes.

es generated by ZEDD-G |

[Tuberculosis)|

(Pyramid|

Elephant Bonsai

Ferry

Figure 11: Qualitative evaluation of synthetic images generated by ZEDD-G across vari-
ous datasets from the benchmark. Examples shown include the ’tuberculosis’ class from
Shenzhen TB; 'pyramid,” ’pizza, and ’jug’ from Caltech101; *Acura ILX" and ’Chevy
HHR’ from Stanford Cars; and ’bulldog’ and ’Persian’ from Oxford-IIIT Pets. For each
set, the primary guide image is highlighted in pink, with three secondary images provi-
ding additional guidance.
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5.3 Discussion

It is essential to acknowledge that the latent manipulation process, while effective for
feature enrichment, introduces randomness that can compromise strict visual adherence
to the primary structure. As observed in the qualitative analysis, this can result in images
that appear visually distorted or contain artifacts. However, for classification tasks, these
high-level semantic variations prove beneficial as they force the model to learn more ro-
bust features. While this approach is sufficient for classification, tasks requiring precise
spatial alignment, such as segmentation mask generation, would necessitate a more robust
guidance mechanism. Nevertheless, ZEDD-G establishes a valuable precedent, demons-
trating that a training-free tool works effectively across diverse domains.

In summary, we propose and validate a novel method for data augmentation that
enhances classification performance across diverse real-world datasets without requiring
training. Our results demonstrate that our approach achieves performance compa-
rable to techniques, which are significantly more complex and computationally
expensive to train. The primary advantage of our method lies in its fully automated, plug-
and-play pipeline, which seamlessly handles everything from selecting similar images
to generating synthetic data. The experiments presented were intentionally designed to
evaluate the raw output of this core method, which, on its own, proves effective for data
augmentation.

For future work, we have identified several promising directions. Since our method
operates by editing existing images, it is inherently compatible with other synthesis te-
chniques. We plan to integrate practical features from benchmarked methods, such as
applying stylistic image filters, to enhance our approach further while maintaining its
training-free nature. Additionally, we will explore post-processing methods to refine vi-
sual quality and assess their impact on classification performance. A promising approach
is to implement a quality-assessment module to automatically filter out generated samples
that contain the previously described artifacts.

Furthermore, we aim to expand the model’s capabilities by implementing new, con-
trollable generation rules, such as simulating varied lighting conditions or introducing
specific artifacts on objects, to improve the resulting metrics further. Finally, we intend
to conduct a more rigorous evaluation focused on model generalization, assessing the im-
pact of our synthetic data on a classifier’s performance on entirely new datasets, external
to those used for augmentation and training. This will provide a deeper understanding of

the utility of our data in real-world scenarios.



6 UW-DATAGEN: A SEMANTIC-AWARE SYNTHETIC
DATA PIPELINE FOR UNDERWATER SEGMENTATION

In the previous chapter, we demonstrated that zero-shot generative pipelines, such as
ZEDD-G, can effectively augment datasets for image classification by leveraging latent
space guidance and visual feature extraction. However, while classification requires only
global semantic coherence, the challenge escalates significantly when addressing dense
prediction tasks. Semantic segmentation requires not only the presence of an object but
also precise pixel-level alignment between the visual signal and its corresponding label
mask.

Current [SOTAl models, including the and its derivatives (Montalvo et al, 2023},
L1 et al.,[2025; Lian et al.l 2024)), have shown impressive generalization capabilities. Yet,
the development of robust segmenters for specialized domains remains heavily constrai-
ned by the scarcity of pixel-accurate annotations. This limitation is particularly acute in
the underwater environment, where optical degradation, caused by light absorption and
scattering, compromises both visual fidelity and the feasibility of manual annotation (Lian
et al.l 2023b)).

While our previous latent-guidance approach excelled at generating diverse scena-
rios, it lacks the strict spatial control required to produce perfectly paired images and
segmentation masks. To bridge this gap, this chapter proposes a shift from purely la-
tent manipulation to spatially conditioned generation. We hypothesize that integrating
ControlNet architectures with advanced semantic prompting (BLIP) enables the synthe-
sis of highly realistic, labeled underwater imagery that adheres to complex geometries.
This methodology aims to assess whether synthetic data can overcome the domain gap
in dense prediction tasks, thereby enabling a generative model to serve as an automatic

annotator for the most challenging environments.

6.1 Methodology

This section details the methodology for generating synthetic data within the chal-

lenging domain of semantic segmentation. This field fundamentally requires precise,
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pixel-level annotations to enable supervised training. While various models have
been developed to optimize key performance metrics—specifically mean Intersection
over Union (mloU)), which evaluates the spatial overlap between the prediction and the
ground truth, and Pixel Accuracy, which measures the global rate of correctly classified
pixels (Manakitsa et al., 2024)—they universally suffer from data scarcity, as previously
discussed.

It is widely accepted that augmenting datasets with relevant, high-quality data im-
proves model precision, enhances evaluation metrics, and contributes to more robust and
generalizable architectures (Azizi et al., 2023)).

In our specific application domain, underwater imagery, this challenge is even more
pronounced. The underwater environment is characterized by extreme data scarcity and
inherent visual difficulties (e.g., poor visibility, color cast, and light scattering). Therefore,
we propose a method for generating synthetic data of sufficient quality to improve the
performance of underwater semantic segmentation models, including those that are not
initially specialized for this environment.

To this end, we identify ControlNet as a prime candidate. Its primary advantage lies
in its highly controllable generation process. By training a[DM] conditioned on segmenta-
tion masks, we can generate synthetic images that are inherently paired with their precise
ground-truth labels. This process provides an automatic annotation pipeline for the ne-
wly created data, which can then be used to train and improve subsequent segmentation
models.

However, based on our previous studies on synthetic data generation, practical expe-
rience indicates that several factors must be carefully evaluated. These factors include
the generative model’s training conditions, post-generation filtering techniques, and the
optimal volume (or ratio) of synthetic images to introduce during training.

Our methodology includes a thorough evaluation of prompting strategies. As demons-
trated in Chapter [5] the quality and nature of the text prompt significantly influence the
quality of the generated image, which in turn impacts its utility for model training. The-
refore, we conduct a study comparing several guidance methods: visual guidance (dataset
v1), empty prompts (dataset v2), simple prompts (dataset v3), and complex prompts ge-
nerated automatically (dataset v4).

To find the optimal trade-off between generation speed (inference time) and the quality
of the synthetic data, we conduct a second set of experiments. This study evaluates the
impact of the number of diffusion inference steps (generation cycles). While more steps
generally produce higher-fidelity images, they also increase the computational cost of
data generation. This evaluation aims to identify the most efficient balance that yields
data capable of improving the segmentation model.

The culmination of this process is a fully automated synthetic image generation pipe-

line. This system integrates the optimal guidance strategy, automatic label pairing, and
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pre-defined generation parameters. The pipeline is designed to run end-to-end, requiring
minimal intervention. Its goal is to produce a dataset that improves the performance of
any segmentation architecture in the underwater semantic segmentation domain.

For the evaluations, explicitly focusing on conditioning guidance and the generation
trade-off, we employed the YOLOvV11-n-seg (Khanam and Hussain, 2024)) as the
primary benchmark. To ensure a rigorous comparative analysis across all experimental
configurations, a standardized training protocol was strictly enforced. This protocol used
identical hyperparameters, including a batch size of 32 and a fixed maximum epoch limit.
Furthermore, an early-stopping mechanism was systematically implemented to mitigate
overfitting, ensuring that all models were evaluated at their respective optimal conver-
gence points.

To further validate the robustness and universality of the proposed pipeline, the opti-
mal augmentation strategy was subsequently benchmarked across a diverse set of segmen-
tation architectures. These included TopFormer-B (Zhang et al., 2022), a representative
of lightweight transformer-based models; DDRNet-23 (Yang et al., [2024b), a representa-
tive of efficient dual-resolution networks; and Lawin MiT-B3 (Yan et al., [2022), a high-
performance transformer architecture. All secondary models were subjected to the same
rigorous training conditions to guarantee a fair assessment of the synthetic data’s impact

across varying model capacities.

6.1.1 Guidance Evaluation

As introduced in the preceding section, we evaluate different types of generation gui-
dance. ControlNet’s architecture augments standard text-to-image [DMk. It requires a text
prompt (processed via cross-attention), in addition to the primary visual condition (in our
case, the segmentation mask), which is injected to control the generation process. Be-
cause the underlying model is still a text-to-image framework, the text prompt remains a
critical component for output quality, presenting a significant optimization challenge (Ye
et al., 2023).

As part of our comparison, we first evaluate the use of SeeCoder. Given the successful
application of this visual guidance method in Chapter[5|for object detection and classifica-
tion tasks, it is a logical extension to adapt this approach for semantic segmentation. This
experiment tests SeeCoder’s ability to provide practical guidance for generating images
with pixel-dense annotations, which are significantly more complex than the bounding
boxes or class labels used in detection or classification.

Conversely, recognizing that the underlying [DM] is fundamentally text-oriented, we
also evaluate the impact of automatically generated text prompts. For this task, we employ
the Bootstrapping Language-Image Pre-training (BLIP) model (Li et al., 2022). is
a vision-language model highly effective at generating rich, descriptive captions from

images. We leverage this capability to automate the creation of complex prompts. In our
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implementation, we guide this captioning process: we provide [BLIPI with an initial cue
based on the ground-truth mask (e.g., A photo containing fish and coral”) and task it
with elaborating this into a detailed, descriptive prompt that emphasizes these elements

based on the source image.

To complete the comparison, we also test two other conditions: 1) Simple prompts,
which consist only of a list of class labels present in the mask (e.g., labell, label2, ...),

and 2) Empty prompts, which serve as an unconditional baseline control.

6.1.2 Generation Volume Trade-off

Several SOTAIstudies have focused on massive data augmentation, expanding datasets
by factors of up to 30x (Shipard et al., 2023} [Nguyen et al., 2023}; [Heschl et al., 2024b;
Ramos et al.l 2025a). This strategy is only viable if the model performance scales with
the data volume. However, this often leads to diminishing returns: model precision may
not increase proportionally to the exponential growth in the volume of synthetic data.
Therefore, a dedicated study is necessary to analyze our pipeline. We aim to determine
an optimal augmentation factor (i.e., the ratio of synthetic-to-real data) for semantic seg-
mentation that provides a meaningful performance benefit without incurring excessive

computational overhead.

6.1.3 Final Pipeline

Building upon the empirical findings of the conditioning strategy and augmentation
factor analysis, we formalize the final architecture of our synthetic data generation pipe-
line. The system operates as a dual-conditional framework that bridges the semantic gap

in underwater imagery.

The pipeline consists of two synchronized modules. The first is the Semantic Con-
ditioning Module, which processes pixel-level segmentation masks to enforce structural
constraints, ensuring that the generated geometry aligns precisely with the ground-truth
labels. The second is the Textual Conditioning Module, driven by the architec-
ture. As demonstrated in our experiments, standard prompting is insufficient for complex
scenes; therefore, we integrate to extract dense, context-aware descriptions from
reference images. These detailed prompts act as a semantic guide, controlling texture

synthesis and lighting conditions to minimize artifacts.

Functionally, the system combines these spatial (mask) and semantic (text) inputs to
drive the diffusion-based generative process. The resulting pipeline is architected as a
modular, open-source tool. It is designed to be plug-and-play, allowing researchers to
seamlessly inject synthetic batches into the training loop of any standard segmentation

network (e.g., YOLO, DDRNet) without modifying the downstream model architecture.
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6.2 Results

In this section, we present a comprehensive evaluation of the synthetic data generation
framework implemented in this study. Our analysis is structured into three key compo-
nents: first, we qualitatively assess the visual fidelity of samples generated under different
prompting strategies (v1-v4). Next, we quantitatively evaluate the impact of the volume
of synthetic data on YOLOV11 segmentation performance to identify the optimal augmen-
tation ratio. Finally, building upon the analysis of prompting strategies and synthetic data
volume, we validate the method’s generalization capabilities by benchmarking against

SOTAlarchitectures and conducting a pixel-level error analysis using confusion matrices.

6.2.1 Qualitative Evaluation of Generated Samples

We conducted a visual inspection of the synthetic samples generated by the four stra-
tegies (v1-v4) across three distinct underwater scenarios to assess semantic consistency
and textural fidelity. Figure [I2] presents a comparative overview of these generations.

Scenario 1: Diver and Marine Life. The first set features a complex scene with
a diver and a fish in the background, characterized by low contrast and difficult object
delineation. In the samples generated by vl (No Prompt) and v2 (SeeCoder), the back-
ground details are lost mainly. In contrast, v2 recovers the fish’s structural outline; both
methods fail to reconstruct the diver, rendering the human category unrecognizable. The
v3 (Simple Prompt) strategy introduces noticeable visual artifacts; although it preserves
the underwater lighting atmosphere, the generated objects suffer from shape distortion
and incoherent colorization. Conversely, v4 (Complex/BLIP| Prompt) successfully re-
constructs the scene with high semantic fidelity. The diver is clearly depicted exploring
the reef, directly reflecting the input description: ”The image features a diver in the water,
exploring a coral reef with a snorkel attached... The diver is observed swimming along
the edge of the reef. There is also a large amount of seaweed surrounding the diver...”.
Due to space efficiency, the complete list of prompts used for all strategies is available in
the supplementary GitHub repositoryﬂ

Scenario 2: Close-up Marine Fauna. In the second set, focusing on a close-up view
of fish, distinct performance gaps are observed. v2 (SeeCoder) demonstrates a clear ad-
vantage over v1 by generating more anatomically correct fish structures, highlighting the
benefit of visual encoding over unconditional generation. However, v3 exhibits signifi-
cant failures, producing chromatic aberrations and hallucinating species inconsistent with
the surrounding environment. The v4 strategy generates a coherent scene with correct
species representation, although a slight loss of high-frequency detail is observed in the
seabed texture compared to the absolute reference.

Scenario 3: Occlusion Handling (Sea Turtle). The final set depicts a sea turtle sur-

Ihttps://github.com/Gardiy/Semantic-Aware-UG
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rounded by coral, presenting a challenging occlusion scenario. This case proved difficult
for all methods; none of the strategies fully resolved the occlusion boundaries between
the turtle’s shell and the dense coral structure, indicating a limitation in current diffusion-
based in-painting for heavily occluded objects. This remains an open challenge for future
study. Nevertheless, in terms of overall generation fidelity and background preservation,
v4 significantly outperforms the other variants, maintaining the highest level of scene

coherence.

These qualitative observations suggest that the inclusion of detailed textual condi-
tioning (v4) is critical for preserving semantic integrity in complex underwater scenes.
However, it is essential to note that the generation process remains susceptible to specific
artifacts, particularly in edge cases involving extreme occlusion or turbidity; a detailed
visual analysis of these failure modes is provided in Appendix [C} To verify whether the
observed visual superiority translates into measurable performance gains in downstream

tasks, we proceed to the quantitative evaluation in the following subsection.

6.2.2 Impact of Prompt Conditioning and Data Volume

We evaluated the performance of the YOLOv11-Seg model under the four distinct
prompting strategies (vI—v4), incrementally increasing the synthetic data ratio from x0
(baseline) to x8. Table 5] summarizes the [mIoUl evolution for each version.

As illustrated in Figure[T3] the strategies exhibit divergent behaviors as the volume of
synthetic data increases. The baseline strategy (v1: No Prompt) and v2 (SeeCoder) show
early saturation, with performance plateauing and subsequently degrading beyond the
x 3 factor. In contrast, the v4 (Complex/BLIP| Prompt) strategy demonstrates superior
robustness. It follows a steep upward trajectory, achieving a peak [mIoUl of 47.85% at the

x4 augmentation factor, representing a net improvement of +4.93% over the baseline.

It is observed that beyond the x4 threshold, performance begins to exhibit diminishing
returns across all strategies. This inflection point indicates a saturation limit at which in-
troducing additional synthetic samples yields noise or redundancy rather than discrimina-

tive features.

Table 5: Evolution of mloU (%) on YOLOv11-Seg across varying augmentation factors
for different prompting strategies. The v4 strategy achieves optimal performance at x4.
Strategy Version Base (0) x1 x2 x3 x4 x5 x6 x7 x8
vl (No prompt) 4292 | 43.10 | 43.30 | 43.45 | 43.20 | 42.90 | 42.50 | 42.00 | 41.50
v2 (SeeCoder) 42.92 | 43.15 | 43.35 | 43.50 | 43.25 | 43.00 | 42.60 | 42.10 | 41.60
v3 (Simple prompt) 4292 | 43.60 | 44.40 | 45.10 | 45.35 | 44.90 | 44.20 | 43.60 | 42.90
v4 (Complex prompt) | 42.92 | 44.50 | 46.10 | 47.20 | 47.85 | 47.10 | 46.40 | 45.60 | 44.90
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Complex Prompt

Complex Prompt

Figure 12: Qualitative comparison of synthetic samples. The figure displays results
across three challenging scenarios: (Top) Diver and marine life, (Middle) Close-up ma-
rine fauna, and (Bottom) Sea turtle with heavy occlusion. Columns correspond to the
generation strategies: vl (No Prompt), v2 (SeeCoder), v3 (Simple Prompt), and v4
(Complex/BLIPI Prompt).
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Figure 13: Performance trajectory of different augmentation strategies. Version 4 (Com-
plex Prompt) highlights a clear ”sweet spot”at the x4 factor, outperforming simpler
prompting methods.

6.2.3 Cross-Architecture Generalization

To validate the generalizability of the proposed method, we applied the optimal aug-
mentation strategy (v4 at x4 factor) to three additional architectures with varying com-
putational complexities: TopFormer-B (lightweight), DDRNet-23 (medium), and Lawin
MiT-B3 (heavy). The comparative results are presented in Table [6| and visualized in Fi-
gure[T4]

The results indicate that while synthetic augmentation benefits all tested architectu-
res, the magnitude of improvement is non-uniform. YOLOv11-Seg exhibited the highest
relative gain (+4.93%), suggesting a high plasticity in learning from synthetic variations.
Conversely, TopFormer-B showed limited receptivity, with a marginal improvement of
+1.15%, despite requiring significantly longer training time (4.8 hours) than YOLO (2.3
hours). Although Lawin MiT-B3 achieved the highest absolute accuracy (53.60%), its
computational cost (62 Giga Floating Point Operationss (GELOPk), 6.9 hours) is substan-
tially higher, highlighting the efficiency of the augmented YOLOv11 approach.

Table 6: Comparative benchmark of segmentation architectures before and after applying
the v4 augmentation strategy. YOLOvVI11 offers the best trade-off between performance
gain and training efficiency.

. . Training | Base mIoU | Augmented Net
Model Architecture Complexity Time (h) (%) mloU (%) | Improvement
YOLOvV11-n-Seg (Khanam and Hussain|[2024) | Medium (6.5|GELOP) 2.3 42.92 47.85 +4.93
TopFormer-B (Zhang et al.|[2022) i Low (1.8[GELOP) 4.8 41.50 42.65 +1.15
DDRNet-23 (Yang et al.|[2024b) Medium (5|GELOP) 7.5 48.63 52.80 +4.17
Lawin MiT-B3 (Yan et al.[[2022) High (62 |GELOP) 13.9 50.10 53.60 +3.50
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Figure 14: Impact of the v4 augmentation strategy onimloUlacross different architectures.
The red bars indicate the performance after augmentation.

6.2.4 Error Analysis

To further investigate the source of the performance gains, we analyzed the pixel-level
classification errors using normalized confusion matrices (Figure [I5). Compared with
the baseline YOLOvI11, the augmented model (v4) generally strengthens the diagonal
elements, corresponding to an increase in the actual positive rate.

A granular inspection reveals a significant decrease in False Negatives for structurally
complex classes, such as Plants and Ruins. In the baseline model, these categories were
frequently misclassified as background due to texture ambiguity and low contrast. The
v4 augmentation strategy effectively mitigated these errors, enabling the model to reco-
ver previously missed objects. This improved robustness in differentiating challenging
classes from the background validates the semantic fidelity of the synthetic data. It is the
primary driver of the increase in overall from 42.92% to 47.85%.

6.3 Discussion

The experimental results presented in this chapter provide compelling evidence that
synthetic data generation is a viable strategy for overcoming data scarcity in semantic
segmentation, provided that the generation pipeline is semantically aware. The compara-
tive analysis of prompting strategies reveals a crucial insight: structural guidance (masks)
alone is insufficient for complex domains. The significant performance gap between the
unconditional baseline (v1) and the BLIP+enhanced strategy (v4) confirms that detailed
textual conditioning is required to fill in”’the texture and lighting details plausibly within
the constraints of the segmentation mask.

Empirically, the identification of a saturation threshold at the x4 augmentation factor
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Figure 15: Impact of model refinement on per-class performance. The matrix displays
the normalized recall for the optimal improved model (x4, v4), with the performance
delta relative to the baseline overlaid. Green annotations (+) indicate increased diagonal
accuracy, while red annotations (-) denote a reduction in misclassifications.

highlights a fundamental trade-off. While quadrupling the dataset yielded a substantial
+4.93% improvement in YOLOvV11, pushing beyond this ratio resulted in dimi-
nishing returns. This phenomenon suggests that while synthetic data effectively fills gaps
in the feature space, it eventually reaches a “diversity ceiling,’at which the model be-
gins to overfit to the generative artifacts rather than learning new discriminative features.
Furthermore, the qualitative analysis identified persistent challenges in handling severe
occlusions (e.g., the sea turtle scenario), indicating that current diffusion inpainting still
struggles with complex depth layering.

Despite these limitations, the efficiency gains are substantial. The proposed pipe-
line enabled a standard real-time architecture (YOLOv11) to approach the accuracy of
significantly larger models, such as Lawin MiT-B3, while incurring a fraction of the com-
putational cost of training. This finding is particularly relevant to the deployment of

resource-constrained underwater vehicles (ROVs).



7 CONCLUSIONS AND FUTURE WORKS

This thesis addressed the pervasive challenge of data scarcity in computer vision, par-
ticularly within specialized domains such as precision agriculture and underwater ex-
ploration. Through the development and validation of novel generative pipelines, we
demonstrated that synthetic data, when generated with semantic awareness and proper
guidance, can effectively bridge the gap between limited real-world datasets and the data-
hungry nature of deep learning models. The research trajectory evolved from addressing
the computational bottlenecks of fine-tuning to establishing fully automated, zero-shot

generation frameworks for both classification and dense prediction tasks.

7.1 General Conclusions

The investigation began by examining the inconsistency in the effectiveness of synthe-
tic data in agricultural settings, as detailed in Chapter ] Our experiments demonstra-
ted that while fine-tuning methods such as DreamBooth generate high-fidelity images
(CMMDI = 1.153), they impose a significant computational burden. However, the intro-
duction of our proposed pipeline, which combines IP-Adapter and SeeCoder, demonstra-
tes that training-free architectures can achieve comparable stability and realism (CMMD
of 1.317), as shown in the ablation study in Table 3] This finding was fundamental be-
cause it established that the visual features extracted by modern encoders are sufficiently
robust to guide generation without requiring expensive per-class model retraining, thereby
addressing the computational gap identified in the analysis.

Building on the potential of training-free guidance, Chapter 5 introduced the ZEDD-
G framework, shifting the focus to fully automated classification. The results presented
in Table [5.2] validated the hypothesis that latent space manipulation using multi-image
guidance is a powerful tool for data augmentation. ZEDD-G achieved accuracy gains of
over 30% for networks trained from scratch on diverse datasets, from natural images to
medical X-rays. This confirmed that the semantic richness of pre-trained can be
effectively harnessed in a zero-shot manner, eliminating the need for prompt engineering

and manual curation through the integration of DINOvV2 clustering. The qualitative results
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in Figure [TT] further illustrate that, even without explicit training, the model can capture

and recombine complex visual features to generate discriminative training samples.

Finally, the research addressed the most challenging task of dense prediction in Chap-
ter [0l The transition to the underwater domain highlighted that the domain gap is fun-
damentally a semantic gap. As evidenced by the qualitative comparison in Figure
structural guidance via ControlNet alone is insufficient for complex scenes. The integra-
tion of VLMK (BLIP) to generate detailed prompts proved essential for preserving scene
coherence, resulting in a 4.93% [mIoUlimprovement for the YOLOvV11 architecture (Table
B). However, a critical finding from the volume analysis in Figure[I3|was the identification
of a clear saturation point at the x4 augmentation factor. This indicates that increasing
the volume of synthetic data without regard to its distribution yields diminishing returns,
as the synthetic distribution eventually ceases to provide new information and may induce
overfitting to generative artifacts.

In summary, this thesis has demonstrated that the utility of synthetic data is not merely
a function of volume but of semantic fidelity and alignment. By moving from manual
fine-tuning to automated latent guidance and, finally, to semantically conditioned spatial
generation, we have established a set of robust, architecture-agnostic tools that improve

model performance in data-scarce environments.

7.2 Future Works

The limitations identified throughout this study, particularly the inference latency dis-
cussed in Chapter ] and the data saturation phenomenon observed in Chapter[6] open new
avenues for research. The most promising direction is to move from static augmentation
to dynamic, intelligent generation.

The saturation effect highlights a significant inefficiency in current approaches, where
generating uniform batches of synthetic data eventually leads to redundancy. To overcome
this, future work will focus on implementing a closed-loop Active Generative Learning
system. Instead of randomly augmenting all classes, the generative model should be gui-
ded by the downstream classifier’s uncertainty. By analyzing the entropy of model predic-
tions on a validation set, it is possible to identify edge cases in which the model fails, such
as occluded objects or specific lighting conditions. The pipeline would then dynamically
generate synthetic samples targeting only these high-uncertainty regions. We hypothesize
that this targeted injection of synthetic data will overcome the saturation ceiling observed
in our experiments, enabling continuous performance improvements with a smaller, more
information-dense synthetic dataset.

Furthermore, while this thesis focused on frame-by-frame processing, the primary
application domains of agricultural robotics and underwater ROV operate in continuous

time. A critical limitation of current diffusion-based augmentation is the lack of temporal
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consistency. Future research must explore Video or optical-flow constraints within
the latent space to generate coherent video sequences. This advancement would enable
training of tracking algorithms and action recognition models, which are essential for
next-generation autonomous robotic systems.

Finally, to fully realize the potential of these systems in field robotics, future work
should investigate Knowledge Distillation techniques to compress these generative pipe-
lines. The goal is to enable on-device generation, allowing a robot to encounter a novel
object, generate synthetic variations locally to update its internal model, and adapt to new
environments in real-time without relying on cloud connectivity or heavy GPU infrastruc-

ture.
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A QUALITATIVE ANALYSIS OF GENERATIVE FAILURES
IN WEED SYNTHESIS

This appendix provides a critical visual examination of the limitations encountered
during the synthetic generation process for the CottonWeed Yolo (Dang et al., 2023) data-
set. While quantitative metrics such as suggested high distributional similarity, a
granular inspection reveals specific generative artifacts that may not be captured by global
statistics but are critical for agricultural precision.

Figure[T6]illustrates six representative classes where these failure modes are most evi-
dent. To facilitate comparison, the original reference images used to guide the generation
are displayed alongside the synthetic outputs. We identified three primary categories of

generation errors:

1. Background Pattern Repetition: In several samples, the DM struggles to synthe-
size naturalistic soil variability. Instead, it produces repetitive, tile-like textures
in the background. This suggests that the model occasionally overfits to high-
frequency texture details in the reference images rather than learning the terrain’s

stochastic nature.

2. Morphological Inconsistency: A divergence is observed between the generated
leaf structures and the biological reality of the species. While the model succes-
sfully generates “plant-like” features, it often fails to preserve specific taxonomic
traits such as leaf venation, margin serration, or phyllotaxy (leaf arrangement). The
synthetic leaves appear visually distinct from the Reference, creating a “generic

weed” that may confuse a classifier trained on fine-grained features.

3. Semantic Domain Shift (The ‘Ragweed’ Case): A notable hallucination occurs
specifically within the Ragweed class. As shown in the figure, the generated lea-
ves exhibit a morphological structure that deviates from that of the target species,
bearing a strong visual resemblance to Cannabis sativa or other distinct flora. This
likely indicates a bias in the pre-trained foundation model (Stable Diffusion), which

may have a stronger internal representation of common internet imagery (e.g., can-
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nabis) than of specific agricultural weeds, leading the model to “drift” toward the

more familiar concept during the denoising process.

It is essential to acknowledge that the evaluation of these synthetic images was con-
ducted from a computer vision perspective. No formal botanical validation was performed
during this study due to resource constraints.

However, given the observed morphological discrepancies, we identify this as a cru-
cial step for future research. To deploy these generative models in real-world agronomy, it
is essential to establish a validation loop involving a panel of expert agronomists. Such a
team would be tasked with assessing the generated samples not only for visual realism but
also for taxonomic accuracy, ensuring that the synthetic data preserves the distinguishing

biological features necessary for reliable species identification.
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Figure 16: Visual analysis of failure cases across six classes of the CottonWeedYolo
dataset (Dang et al.,[2023)). The figure contrasts the Reference images (top of each block)
with the Synthetic outputs (bottom), highlighting artifacts such as background repetition,
loss of leaf morphology, and semantic drift in the ‘Ragweed’ class.




B VISUAL LIMITATIONS OF MULTI-IMAGE LATENT GUI-
DANCE IN ZEDD-G

This appendix presents a detailed qualitative analysis of the failure modes of the
ZEDD-G zero-shot generation framework. As discussed in Chapter [5 our method mani-
pulates the latent space by shuffling and blending feature blocks from multiple reference
images without fine-tuning the model. While this strategy is effective for transferring
high-level semantic features for classification, the stochastic nature of the latent mixing
can occasionally disrupt the spatial coherence required for photorealism.

Figure [I7] presents a grid of samples generated from the Caltech-101 dataset. The
grid is structured as a 3 x 6 matrix, displaying pairs of generated images for nine distinct
classes. The organization proceeds from left to right: Row 1 contains the classes Ant,
Chandelier, and Chair; Row 2 displays Emu, Dolphin, and Motorbike; and Row 3 shows
Octopus, Helicopter, and Llama. A close examination reveals distinct artifact patterns
that correlate strongly with the object’s structural complexity.

The most severe artifacts are observed in the biological categories (Ant, Emu, Dolphin,
Octopus, Llama). Because biological forms adhere to strict anatomical rules regarding
symmetry and limb arrangement, the random permutation of latent blocks often results in
catastrophic morphological failures. For instance, the Ant and Octopus samples exhibit
disjointed limbs and textural noise that defies biological structure. Similarly, the Emu,
Dolphin, and Llama classes suffer from severe distortions, where the guidance from the
SeeCoder seemingly conflicts with the latent shuffling, producing entities that possess
the correct texture (fur, skin) but lack a coherent skeletal structure. These “nightmarish”
artifacts are visually conspicuous and represent the significant limitation of unsupervised
latent guidance in organic domains.

In contrast, rigid, artificial objects (Chair, Motorbike, Helicopter) tend to retain better
global coherence, though they are not free from defects. The artifacts here manifest pri-
marily as geometric impossibilities rather than textural chaos. The Chair and Motorbike
samples display unrealistic curves or impossible perspectives. At the same time, pixe-
lated streaks and vertical noise are visible in classes like the Helicopter, likely resulting

from the block-based shuffling mechanism disrupting the continuity of straight lines in
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the latent space.

The most extreme failure case is observed in the Chandelier class (Row 1, middle
pair). Here, the generation fails to produce any recognizable object, yielding an abstract,
noisy composition. This “semantic collapse” suggests that for visually complex objects
with intricate high-frequency details (e.g., crystal ornaments), the latent blending process
may destroy the structural integrity of features, rendering the guidance ineffective.

It is important to note that despite these visual defects, the quantitative results in Chap-
ter [5] demonstrate that these images still contribute positively to classification accuracy.
This suggests that the generated samples, while visually flawed, effectively capture discri-
minative features (e.g., color histograms, texture patterns) that assist the classifier. Howe-
ver, to deploy such a system in production environments that require visual intelligibility,
this analysis confirms the urgent need for a smart filtering stage. As proposed in the
Future Works (Chapter [7)), integrating an uncertainty-based Active Learning loop would
allow the system to automatically identify and discard these catastrophic failure cases, en-
suring that only semantically and structurally coherent samples are added to the training

set.

Figure 17: Gallery of failure cases in ZEDD-G using Caltech-101 classes. The grid is
arranged in 3 rows and 6 columns, with two samples per class. Row 1: Ant, Chandelier,
Chair. Row 2: Emu, Dolphin, Motorbike. Row 3: Octopus, Helicopter, Llama. The
visual analysis highlights a clear degradation in biological realism compared to rigid ob-
jects, with extreme semantic collapse observed in the Chandelier class.



C QUALITATIVE ANALYSIS OF ARTIFACTS IN UN-
DERWATER SEGMENTATION GENERATION

This appendix provides a critical examination of the visual anomalies and failure
cases encountered during the synthetic generation of underwater imagery for semantic
segmentation. While the quantitative metrics presented in Chapter [6] demonstrate a net
improvement in model performance, a visual inspection reveals artifacts characteristic of
diffusion-based synthesis in this domain. Figure[I8]illustrates a representative set of these
generated samples, highlighting the discrepancy between spatial guidance and textural re-
alism.

A prominent artifact observed across multiple samples is a spectral anomaly characte-
rized by an over-stimulation of the red channel. In underwater environments, red light is
the first wavelength to be absorbed, so natural deep-water imagery typically lacks strong
reddish tones. However, as seen in several generated samples, the model frequently hal-
lucinates vibrant red hues or applies a reddish color cast to the entire scene. This suggests
a domain bias in the pre-trained DM] which likely prioritizes the general statistical distri-
bution of terrestrial images over the specific physical constraints of the underwater optical
model, despite the prompt conditioning.

Regarding structural integrity, a distinct decoupling between shape and content is evi-
dent. The ControlNet guidance successfully enforces the correct global geometry; the
object silhouettes and the overall scene layout adhere strictly to the input masks. Howe-
ver, the internal texture generation often fails to match this spatial precision. We observe
instances of semantic hollowness, particularly in the backgrounds, where the model ge-
nerates sparse, featureless seabeds that lack the complex, high-frequency textures (e.g.,
sand ripples or coral debris) typical of real ocean floors. Additionally, there are instan-
ces of morphological hallucinations in which rock formations or marine structures appear
architecturally artificial, resembling artificial ruins or impossible geometric shapes rather
than natural geological features.

Furthermore, despite using the advanced [BLIP-based prompting strategy (v4) to con-
textualize the scene, prompt injection sometimes introduces artificial patterning. In an

attempt to satisfy the underwater keyword, the model occasionally overlays exaggera-
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ted caustic patterns or bubbles that do not align with the scene’s lighting, resulting in a
stylized, painted look rather than a photorealistic one. These observations reinforce the
conclusion that prompt engineering alone cannot fully resolve domain shifts. Consequen-
tly, this qualitative evidence strongly supports the proposal for an Uncertainty-Driven
Active Learning loop, as discussed in the Future Works, to automatically detect and fil-
ter out these spectrally and texturally inconsistent samples before they enter the training

pipeline.
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Figure 18: Visual analysis of generative artifacts in the underwater domain. The samples
demonstrate correct spatial alignment (guided by ControlNet) but exhibit characteristic
failures, including unnatural red color casts, sparse background textures, and artificial
morphological patterns on marine objects.
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